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Abstract

Real-time systems are deployed in a wide range of application domains including transportation systems, automated manufacturing, process control, defense, aerospace, and telecommunications. These systems must satisfy not only logical functional requirements but also para-functional properties such as timeliness, Quality of Service (QoS) and reliability. The cross-cutting behaviors imposed by these parafunctional properties and dependencies on operational characteristics (e.g. hardware, OS and middleware platforms used) have traditionally led to hard-to-code, hard-to-understand and hard-to-change software. As part of the home assignment 1 we have identified few software engineering issues in development of real time systems and provided brief description of each of those issues. In home assignment 2 we have discussed in detail 4 papers on issue of Composability. In this home assignment we conclude the discussion.
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CHAPTER 1 
Overview of Topic

Real-time computing is an enabling technology for many important application areas, including process control, nuclear power plants, agile manufacturing, intelligent vehicle highway systems, avionics, air-traffic control, telecommunications (the information  superhighway), multimedia, real-time simulation, virtual reality, medical applications (e.g., telemedicine and intensive-care monitoring), and defense applications (e.g., command, control and communications). In particular, almost all safety-critical systems and many embedded computer systems are real-time systems. Further, real-time technology is becoming increasingly important and pervasive, e.g., more and more infrastructure of the world depends on it. Strategic directions for research in real-time computing involve addressing new types of real-time systems including open real-time systems, globally distributed real-time, and multimedia systems. For each of these, research is required in the areas of system evolution, composibility, software engineering, the science of performance guarantees, reliability and formal verification, general system issues, programming languages, and education. Economic and safety considerations, as well as the special problems that timing constraints cause, must be taken into account in the solutions. [2] 
In this survey paper we will be surveying some research activities carried out in the field of Software Engineering with relation to Real-Time systems. A hard real-time computer system is required to produce the intended result before a specified point of physical time, the deadline. This point of time is determined by the application the computer system is intended to service. The controlling real-time software must be designed to generate the correct behavior of the computer both in the value domain and in the temporal domain to meet this application requirement. Since the temporal behavior of the software depends on the performance of the computer hardware, software engineering for real-time systems must take into consideration the architectures and capabilities of the available computer hardware. It follows that the software design methods and architectures of real-time systems will be strongly influenced by the given hardware environment. [1] 
These are some of the software engineering issues we identified in development of real-time systems:

· Requirements Analysis
· Re-engineering
· Composability
· Validation
In the next chapter we will give a brief description of each of the above issues. In the chapter 3 we discuss a paper in which authors present an example on how to bridge the gap between a rather informal description and a formal Timed Petri-net model for real-time systems. Chapter 4 we discuss a paper which introduces the formal framework to facilitate the composition process, defining modules and their contracts for their interactions and illustrates composition with constraints and its correctness using concepts of category theory. Chapter 5 focuses on development of conceptual basis and guidelines to facilitate compositional interfaces linking the components based RT system design. Chapter 6 we discuss a paper in which authors discuss Nested Finite State Machine, the NFSM model supports compositional behavior specifications. In chapter 7 we conclude the issues in software engineering in real-time applications by coming up with a solution that combines solutions from the papers mentioned.
CHAPTER 2 
Description of issues
2.1 Requirements Analysis

High-level design of the computerized component of a critical system (device under construction, DUC) is not performed in a vacuum but strongly depends on models and assumptions regarding, besides the DUC itself, the environment, the sensors and the actuators.
Therefore, writing the design specifications, from which the development of the DUC can start, is not the first activity of the development process, but must be the result of a preliminary phase whose purpose is to state, analyze, and prove the user requirements (typically stated very abstractly in terms of some safety or utility property) by modeling the system in its entirety, including the DUC and all the other components. 
The modeling and analysis activities must be formal, to provide a support in dealing with complexity, to obtain mechanized checks for correctness, completeness, and consistency, and to certify the obtained results. This in turn requires the adoption of a formal notation, which also ensures absence of ambiguity, thus preventing misinterpretation among people, participating to System Requirements Analysis (SRA), who often have quite heterogeneous cultural backgrounds. To facilitate communication, discussion, and mutual understanding, the formal notation must be flexible, expressive, and high level. It must be able to model in natural way real-world entities, basic notions such as events, actions, states (i.e., properties or values of system components, possibly having nonnull duration), continuity or finite variability, (non) determinism, and cause-effect relations. [3] 
2.2 Re-engineering
There is a growing demand for software tools that can assist in designing, analyzing, and debugging embedded real-time applications. In the literature, various techniques based on real-time scheduling theory and formal methods have been proposed and many of them are implemented into software tools. Also, a number of commercial CASE tools have been developed and widely used. While most of these tools put an emphasis on the development aspect of embedded real-time systems, in practice, a great deal of effort is put into re-engineering of already developed systems. The re-engineering of an embedded system is defined as a development task of meeting newly imposed performance requirements after its hardware and software have been fully implemented.
In industry, a significant number of new products are released merely as enhanced versions of old designs in their product series. During a product re-engineering cycle, developers are often faced with a task which involves intensive hand-tuning of embedded system designs. This task is often very difficult to carry out since product development is usually under very strict cost and performance constraints. However, it is fairly obvious that such a naïve approach will fail in practice due to the excessive price of the final product. Thus, it is inevitable for the engineers to pinpoint performance bottlenecks in the old design and carefully choose only those parts that can lead to 20% performance improvement at the least cost. Such a task of performance re-engineering will get even more difficult if the original developers have been relocated to another project, or if the original systems were developed in a very ad hoc manner. Worse yet, there are very few tools to aid in performing such a x-engineering task, even though engineers are under tight deadline constraints for reduced time-to-market. Performance re-engineering involves analyzing a heterogeneous distributed multiprocessor hardware platform since an embedded real-time system often consists of multiple microcontrollers, ASIC (application specific integrated circuits) chips, and electro-mechanical components. In addition, performance re-engineering possesses very distinct and inherent characteristics: (1) software and firmware code of the underlying system has been developed and well-tested; and (2) task allocation and scheduling have been already completed. [4] 
2.3 Composability

In classic engineering disciplines a component is a self contained subsystem that can be used as a building block in the design of a larger system. The components provide the specified service to its environment across the well specified component interfaces. An example of such a component is an engine in an automobile, or the heating furnace in a home. The component can have a complex internal structure that is neither visible, nor of concern, to the user of the component. Ideally, the larger system should be constructed from nearly autonomous components that can be integrated without violating the principle of composability: those properties that have been established at the component level will also hold at the system level. Examples of such properties in the context of distributed real-time systems are timeliness and testability.
The grand challenge lies in the development of architectures and software design methods for distributed real-time systems that support composability that large real-time systems can be built constructively out of available components. [1] 
2.4 Validation
At the end of the development cycle it must be decided whether a given system is safe to deploy in the intended application domain. If this application domain is safety critical, i.e., a failure of the computer system can result in high financial loss or even a catastrophe where human lives are endangered then this decision is difficult. Many safety critical applications demand a level of dependability that cannot be established by state of the art testing technology. Some trends in the field of validation of high dependability real-time systems are:

1. Process versus Product

Since it is beyond the state of the art to validate by testing that a large real-time system is free of critical design errors, the validation emphasis has shifted from the analysis of the product to the analysis of the development process of the product in the last few years.

2. Worst Case Execution Time

The temporal firewalls of a component, specified at the architecture design level, identify the deadlines the component must meet under all specified operational conditions. During component design it must be demonstrated, that these deadline will never be missed. A necessary prerequisite for this temporal validation is knowledge about a tight upper bound of the worst case execution time (WCET) of all time-critical process inside a component.

3. Simulation

Large real-time systems require a closed loop simulation in the laboratory to demonstrate that the system provides the intended services. In many cases, these simulations will be real-time simulations, where the effects of the real-time control system will be validated with respect to a real-time simulation model of the controlled object. 

4. Formal Verification

A safety case is the accumulation of evidence from different sources that establishes the rational basis for the decision that a safety critical computer system is safe to deploy. The formal analysis of critical algorithms that are used in the system can form a convincing argument in the safety case. [1] 
CHAPTER 3 
Automatic Composition Of Timed Petri-Net Specifications For A Real-Time Architecture
This chapter demonstrates on the example of the composable Message Scheduled System (MSS) architecture how to bridge the gap between a rather informal description and a formal Timed Petri-net model. Authors discuss how modeling can be done in a “natural” way, so that the mapping between system and model components and the composition of model components is rather obvious. [5]
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Figure 1: Formal Derivation of System Properties

Idea is to handle the complexity of systems by composing them out of smaller components. The Message Scheduled System (MSS) architecture is claimed to be a safely composable architecture with respect to temporal behavior, i.e., real time. The composability of this architecture is proved using Timed Petri-nets. At the system level, MSS is a composable architecture that allows deciding at runtime whether or not a new component can be introduced to the system. On the other hand, we want to compose the model. That allows us to bridge the gap between the informal but “obvious” description and the rather complex formal model.

Their proposed architecture is called Message Scheduled System (MSS) and is targeted to the domain of distributed embedded real-time systems. Such systems are widely used in cars, air planes, automation in industry and buildings. They have hard temporal requirements and profit in practice from advantages of composability. E.g., an extension of an intelligent building or a car’s computer system with components whose properties are unknown at design time is a very important issue. Figure 2 shows the MSS.
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Figure 2: Message Scheduling System

In today’s systems such as extension would require an expensive reconfiguration of the whole system. Especially, that includes components that not interact directly with the additional component. The result of that expensive process may be that an extension is not possible at all. The composability approach introduces cost reduction and predictability: The composition is done during runtime without any need to redesign any part of the system and even without influencing existing system parts. This process also allows decisions whether the composition is possible or not without actually starting a redesign process. 
The idea of MSS is to map all decision about addition of components (composability decisions) onto schedulability tests at different levels. The corresponding schedulability decisions are based on known and established scheduling techniques like RMA and EDF. More details about this in [6]
The nonfunctional compatibility of two components – which means the test whether the components or parts are composable – can be calculated very easy (three schedulability tests) in polynomial or linear time. 

MSS uses scheduling techniques at three different levels to guarantee deadlines. The scheduling parameters are derived from component descriptions (e.g., executions times, minimal inter-arrival times). Based on a set of component descriptions the calculation of the three schedules makes it possible to decide whether the components are composable or not. 

Existing knowledge from preceding composability decisions can be re-used because of the possibility to calculate a new schedule based on the old one with less expense. 

The description of the composed system does also contain information about the structure of composition (e.g. which components are connected and how) so that system-wide properties (that are not known at subsystem level) like end-to-end-times can be calculated in linear time.

Based on the assumption that all the schedules (At three levels) are independent this ensures that the new (composed) system has the property of correct temporal behavior, meaning that all deadlines are met. This implies that MSS is composable with respect to temporal behavior.

We need a technique to specify the behavior of MSS formally, and a method to compose complex system descriptions out of that informal parameter set in a “natural” way because modeling becomes very complex if system size grows.
An architecture using Time Petri nets (TPN) is specified, because they specify time durations and priorities which are needed for MSS. An example is shown in Figure 3.
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Figure 3: Timed Petri-Nets of single node MSS

The specification parts introduced so far are the basic building blocks of each MSS specification. Generator, task, the places for medium and node and the instrumentation are simple combined to specify a single task running at a single node (this becomes another kind of building block). It is clear that the further composition of a system specification is done in a way that all tasks that run on the same node share a node-place, and all tasks of the system share the single medium-place. Such a composed system specification may look like the whole net shown by Figure above. But, composition of a system needs more, because so far only generated messages can be represented and messages are only sends but not received.

The second part of composition combines outputs and inputs, meaning that there may be tasks without a generator, they begin with place Pi 2 and have a direct arc from the medium-transition of another task — this models the arriving of messages. It is clear that MSS’s publisher-subscriber semantic can be modeled that way and that the remaining task specification is not influenced by dropping the generator.
The composition rules for a Timed Petri-net model of a concrete MSS-instance are simple and the interfaces between the different building blocks of the complex specification are simple — only single arcs with no further places or transitions. Therefore such a specification can be build automatically based on an abstract system description following the ideas from [7]. A tool, MGen, has been developed which is able to automatically build MSS models represented by Timed Petri-nets. This tool implements a rule-set to specify each possible configuration of MSS. With other words, a system specification is composed out of basic building blocks using the informal (or parametric) description as composition control. This is possible because of the “natural” modeling and its composable structure — according to Figure 1 a model is composed.

Moreover, the authors have expanded this technique into an automatic model checker for MSS: MGen composes the net specification out of the (informal) description and a version of INA slightly modified by them is used to analyze this net for dead reachable states. Thus, their technique allows them to have automation not only for the modeling, but also for model checking based on a parametric and rather informal description.

A Time Petri-net where priority functions can be assigned. This function associates a priority, a natural number, to each transition. The dynamic behavior of the net is defined similar to the dynamic behavior of the Time Petri-net. Changes from a state into another by elapsing time are done in this new kind of time dependent nets in the same way as in the net without priorities. A transition can fire, when it can fire in the net without priorities and additional, the transition has the highest priorities between all fire-able transitions. The authors call this new kind of Petri-net - Priority Interval Petri-nets, or π-PNs.
3.1 Conclusion:

Within this paper, the authors have discussed how to derive a formal Timed Petri-net model from a rather informal description. On the example of the MSS architecture they have shown, that a proper architecture design supports the automatic generation of a formal model, even if the architecture is not developed with a formal model in mind.

In addition, they have suggested π-PNs that allow an even more “natural” way of modeling real-time systems. Although they have demonstrated how a formal model can be derived from an informal description by an “obvious” mapping, the concept of obviousness in proofs is rather weak. If possible, the preferable way is to start with the formal model.

CHAPTER 4 
Composing Modules With Synchronization And Real-Time Constraints Using Category Theory
Nowadays, complex real-time/embedded software systems are typically being composed out of reusable and mostly deployable components. This chapter discusses the paper presented by Varma and Sinha which presents a formal framework that utilizes the concepts of category theory to provide for a rigorous, consistent and traceable composition of modules with constraints.

The main contributions of the paper are to:

· Introduce the formal framework to facilitate the composition process.

· Define modules and their contracts for their interactions.

· Illustrate composition with constraints and its correctness using concepts of category theory.

The paper gives an overview of component (module) composition utilizing concepts of category theory. [8]
[image: image4.emf]
Figure 4: Module Interfaces
Module specifications are defined by utilizing the notion of push-out operation from category theory. Given specifications A and B, and a specification R describing syntactic and semantic requirements along with two morphisms f and g, the push-out operation gives specification R which contains A and B. 

4.1 Composition of module specifications: 

The composition scheme allows two modules to be interconnected via export and import interfaces. The push-out of the two modules is the resulting specification of the composed module.

[image: image5.emf]
Figure 5: Composition of two modules
Figure 5 depicts the composition operation, where Module 1, M1 = (R1, A1, B1, P1) and Module 2 = (R2, A2, B2, P2). In Fig (a), Module 1 imports via specification B1 whatever Module 2 exports via specification A2.  The compatibility of the parameters is governed by morphism t. In this case, the resulting composed module M12 is (R1, A1, B2, P12), where P12 is the push-out of P1 and P2 over B1. Furthermore, as the composed module commuted, i.e., its construction being proven correct, it can also be reused for subsequent composition.

4.2 Specifications with Constraints: 

A module specification with constraints written as MC = (RC, AC, BC, P, f, k, g, h) consists of three specifications with constraints: (a) RC = (R, Cr), (b) AC = (A, Ca), (c) BC = (B, Ca), a specification without constraints P, and four morphisms f, k, g, h such that the basic part of M of MC given by M = (R, A, B, P, f, k, g, h) is a module specification without constraints).

4.3 Composition with Constraints: 

[image: image6.emf]
Figure 6: Composition of two modules with constraints
Given two module specifications with constraints MC1 and MC2 and an interface passing morphism v from MC1 to MC2 i.e., a pair v = (s, t) of specification morphism s: (B1, CB1) -> (A2, CA2) and t: (R1, CR1) -> (R2, CR2), the composition MC12 of MC1 and MC2 via v written as MC12 = {(R1, CR1), (A1, CA1), (B2, CB2), P12}.

4.4 Union with Constraints: 

Given module specifications with constraints MCj for j = 0, 1, 2 and module morphisms f1: MC0 -> MC1 and f2: MC0 -> MC2, the weak union MC3 of MC1 and MC2 via MC0 is written as MC3 = MC1 + mcoMC2. Furthermore, PC3 = PC1 + pcoPC2, RC3 = RC1 + rcoRC2, AC3 = AC1 + acoAC2, and BC3=BC1+bcoBC2.

4.5 Proposed Framework:

The main objective of proposed framework is to facilitate the composition of modules with constraints. The initial step is the identification of modules (components) based on the working principles of the system. These components are then specified formally by defining sorts, operations and equations for the parameter, import and export interfaces of the component. A set of contracts or constraints for each of these components are defined along with their specification. Currently, contracts being defined include timing and synchronization constraints in the components. Other non-functional properties such as bandwidth and memory constraints can also easily be described as contracts. The composition of theses modules to result in a complete system is achieved via category theoretic operations. The final system is when verified for the correctness against a set of requirements prescribed for the system and the constraints resulting over the composition.

4.6 Concept of Contracts:

A software component can be defined as an independently deployable unit of composition with contractually specified interfaces. Internal contracts are constraints imposed on the stand-alone component. This generally deals with the initial values and constraints on the operations that can be performed by the component. External contracts are introduced as a result of inter-component interaction. The resulting constraints being imposed effect on the operation of the interacting components.

4.7 Contracts and Morphism Definitions:

Morphisms define a rule in which two categories or components combine to form a composed category or components combine to form a composed category or a subsequently reusable component. Contracts play an important role in the morphism function definition. The morphism that combines two components is the functional implementation of the internal and external contracts that exist in each of the components. Thus, it can be summarized that morphisms are derived from the contracts that exist in each of the components.

4.8 Conclusion:
This paper has put forth an initial effort in development of a formal framework for composition of modules that have synchronization and real-time constraints. Category-theoretic framework is discussed to assist realizing such compositions. One of the benefits of proposed framework is that it facilitates tracing of impacts or influences of a specific constraint imposed on a modules could have on other modules over an interaction.

CHAPTER 5 
Compositional Design Of Real Time Systems: A Conceptual Basis For Specification Of Linking Interfaces
The composition of discrete components into a meaningful aggregate system is achieved via the interactions defined across the components as realized by dissemination of messages or alternate underlying communication paradigms. In distributed computer systems, the components interact by exchanging messages across service interfaces. This realizes the emergent services, i.e., those properties of the system of components that are not explicitly part of the components themselves, but come into existence by the interactions among the components. Authors call a service interface, that link component together, a linking interface (LIF) and the precise specification of these is also a prerequisite for the reuse of components.

Composability, i.e., the formulation of a whole system from parts (components), has developed into an actively researched area. In this section we discuss a paper [9] which focuses on development of conceptual basis and guidelines to facilitate compositional interfaces linking the components based RT system design:
5.1 Basic Concepts

In order to develop the system context, authors reiterate basic concepts essential for understanding the section.

5.1.1 The Notion of Sparse Time

In the Newtonian model, commonly used for RT applications, time progresses along a dense timeline consisting of an infinite set of instants. A happening that occurs at an instant (i.e., a cut of the timeline) is an event. The time-stamp of an event is established by assigning the observer’s local clock time to the event immediately after the event occurrence. Given the impossibility of perfect synchronization of clocks and the denseness property of real time, there is always the possibility that a single event e is time-stamped by two clocks with a difference of one tick. The finite precision of the global time-base (dense time) and the discretization of time make it impossible to order events consistently based on their global time-stamps. This is solved by the introduction of a sparse time base, where time is partitioned into an infinite sequence of alternating durations of activity and silence.
5.1.2 Defining Components and Interfaces

Conventionally, a component is a self-contained subsystem that can be used as a building block in the design of a larger system. A component provides a desired service to its environment across a well-specified interface. A component can have a complex internal structure that is neither visible nor accessible to the user. The services provided by the component, as specified by interfaces, define its usefulness in an aggregate system. An ideal component should maintain its encapsulation (value and temporal) when used in a larger context.

The term “interface” represents a common boundary between two or more components (or subsystems). Thus, a LIF is characterized by:

(a) Its data properties, i.e., the structure and semantics of the data items crossing the interface.

(b) Its temporal properties, i.e., the temporal conditions that have to be satisfied by the interface for both control and data delivery validity.

When analyzing the interactions between a component and its environment, we found it useful to distinguish between four different types of component interfaces. We demarcate the interfaces and component interactions into the following discrete categories, namely: 

(i) The Service Providing Linking Interface (SPLIF): Fundamentally, a component must be a unit of service provision. The service is offered to the component environment across a SPLIF. It is the primary interface of a component and is discussed in detail in later section.

(ii) The Service Requesting Linking Interface (SRLIF): In order to meet its specification, a component may request services from other components. The corresponding interface is the SRLIF. 

(iii) The Configuration Planning (CP) Interface: This is analogous to a global resource manager used to configure components to provide the stipulated services in a specified environment.
(iv) The Diagnostic and Management (DM) Interface: The DM interface provides selective access to the (operational) internals of the component for monitoring and diagnostic purposes. Since the DM interface is not exposed during normal component operation, the DM view is not relevant for the user of a component. 

The information exchanged across an interface is either state information or event information. Any property of a RT entity that is observed by a component of the distributed real-time system at a particular instant, e.g., the temperature of a vessel, is called a state attribute and the corresponding information state information. A state observation records the state of a state variable at a particular instant. Periodic state observations or sporadic event observations are two alternative approaches for the observation of a dynamic environment in order to reconstruct the states and events of the environment at the observer.
5.2 Specifying LIFs for RT Services

5.2.1 The Composability Viewpoint

In a distributed system, a given set of components compositionally realize emergent services by exchanging messages across LIFs. As a definition, a composition is the act of combining parts or elements to form a whole. Thus, composability is defined as the ease of forming a whole by combining parts. In our context, the whole is the system and the parts are the components. The key to composition is identifying and specifying the interactions across the identified components from which the system is desired to be composed. These interactions represent value and time domain information, and are required to be semantically and syntactically compatible. For architecture to support composability with respect to LIF and RT, it must adhere to the following principles:

(1) Independence: A composable architecture should clearly distinguish between architecture design and component design. Principle one of a composable architecture is concerned with design at the architecture level. Components, based on principles of autonomy, need to be designed independently of each other. However, their utility is obtained if the architecture supports the interface specification of the LIF’s during LIF design. The interface data structures must be precisely specified in the value domain and in the temporal domain and a proper LIF service model of the component service, as viewed by a user of the component, must be available. This knowledge is a prerequisite for the independent development of the component software.

 (2) Invariance: Principle two of a composable architecture concerns the design at the component level. The stability-of-prior-service principle ensures that the validated service of a component, both in the value and time domains, is not refuted by the integration of the component into an encompassing system-of-systems, i.e., ensuring the invariance of existing properties of components.

(3) Growth: Principle three of a composable architecture is concerned with the performance of the communication system. The performability of the communication system principle ensures that if n components are already integrated, the integration of the n+1st component will not disturb the correct operation of the n already integrated components. 
5.2.2 Operational versus Meta-level Service Specification of LIF’s

The LIF service specification is the mediator between a service supplier and the service user. The first principle of composability states that the LIF service specification must be precise in the value domain and in the temporal domain. On the one hand, the LIF service specification should be complete in the sense that it contains all information required to understand and use the services of the component that are offered at the particular LIF. On the other hand, the LIF service specification should be minimal in the sense that it contains only information that is essentially required by the user of the services. The challenge for a LIF designer is to meet both of these somehow conflicting requirements.
5.3 Operational LIF Specification

The operational LIF specification covers the syntactic specification of the data items contained in the input and output messages, and the temporal specification of the message send and receive instants. Standardized interface definition languages, such as the IDL of the OMG, are in wide use for the syntactic specification of data items exchanged across LIFs. In this section we will focus on the temporal specification of LIFs, which in many systems is missing or incomplete. We discuss two alternatives, state-message interfaces and event-message interfaces.
5.3.1 State Message Interfaces
A state message has the following characteristics:

A) Content: A state message contains state information.

B) Flow control: A state message is sent and received periodically at a priori known instants that are common knowledge to the sender and the receiver. Flow control is implicit and unidirectional.

C) Delivery method: Every state message must be delivered at-least once.

C.1) Error detection: Error detection is performed by the receiver based on the a priori knowledge of the instant of message arrival.

State messages are well suited for control applications. Sensors observe periodically the state of the controlled object, control algorithms are calculated, and the set points are delivered to the actuators. In order to support these applications effectively, a special interface, the temporal firewall, has been designed. A temporal firewall is an operationally fully specified digital interface for the unidirectional exchange of periodic state messages between a sender/receiver over a time-triggered communication system.
5.3.2 Event Message Interfaces: Perspectives and Limitations of the Client-Server Approach

An event message has the following characteristics:

a) Content: An event message contains event information.

b) Flow control: An event message is sent as a consequence of the occurrence of a significant event. The receiver has no a priori knowledge at what instant an event message will arrive. Flow control is thus explicit and requires a bi-directional protocol.

c) Delivery method: Every event message must be delivered exactly once

c.1) Error detection: Error detection is performed by the sender based on a timeout for an acknowledgment message from the receiver. Event messages are needed for the communication of sporadic processes that have an a priori unknown temporal control pattern. 
5.4 Meta-level LIF Specification

The meta-level LIF specification assigns meaning to the information chunks exchanged between two communicating LIFs at the operational level. It thus bridges the gap between the information chunks formed at the syntactic level and the user’s mental model of the service provided at the interface. Central to this meta-level specification is the LIF service model.

The LIF service model for a close component, there is no input from the natural environment that can bring unpredictability into the component behavior, can be formalized. The relationship between the LIF inputs and LIF outputs depends on the discrete algorithms implemented within the component. The sparse time-base is discrete and supports a consistent temporal order of all events.

The LIF service model for an open (or semi-open) component is fundamentally different since it must deal with the inputs from the natural environment. Since the natural environment is not rigorously defined, the interpretation of these inputs depends on human understanding of the natural environment. The concepts used in the description of the LIF service model must thus fit well with the accustomed concepts within a user’s internal conceptual world; otherwise the description will not be understood. The following discussion will focus on LIFs of open components, since the systems we are interested in must interact with the natural environment. 

The LIF service model of an open component must meet the following requirements:

User orientation: Concepts that are familiar to a prototypical user must be the basic elements of the LIF service model. For example, if a user is expected to have an engineering background, terms and notations that are common knowledge in the chosen engineering discipline should be utilized in presenting the model.

Goal orientation: A user of a component employs the component with the intent to achieve a goal, i.e. to contribute to the solution of her/his problem. The relationship between user intent and the services provided at the LIF must be exposed in the LIF service model.

System view: A LIF service user (the system designer) needs consider system-wide effects of an interaction with a component. The LIF service specification must address all direct and indirect effects interactions across the LIF and beyond the boundary of the interfacing component. The LIF service model of a component is different from the model describing the algorithms implemented within a component. The LIF service model is goal oriented, while the algorithmic model is process oriented. 
5.4.1 Perspectives on LIF State behavior

The LIF service specification is required to be self contained and must provide a complete description of the component behavior as seen from the viewpoint of a LIF user. From the user’s point of view, it is helpful to distinguish between the following two types of LIFs:

(i). Stateless LIF: This is a LIF where a response to a service request depends only on the parameters of the request and is independent of the time of the request.

(ii). Stateful LIF: This is a LIF where a response to the service request depends not only on the parameters of the request but also on the instant when the request is delivered, i.e., the same request may lead to different results, depending on the history of the component or the state of the environment at the instant of the request. 

The notions of state and time are inseparable. If an event that updates the state cannot be assigned to a well-defined tick of a global clock, then the notion of a system-wide state becomes diffuse. The sparse time-base introduced in earlier section makes it possible to define a system-wide notion of time, which is a prerequisite for an indisputable border between the past and the future, and thus the definition of a system-wide state. If there is no global sparse time-base available, one often recourses to a model of an abstract time that is based on the order of messages sent and received across LIFs. If the relationship between the physical time and the abstract time remains unspecified, then this model is imprecise whenever this relationship is relevant. It may be difficult to determine in such a model the precise state of a system at an instant of physical time. For the designer and user of a LIF it is consequential to know what actions of the past have relevance for the future. Since there may be some past actions which are more relevant than other past actions, it can be advantageous to partition and classify the state according to the criticality of the state for the future behavior of the component. In case of a component restart in an emergency, the critical state can then be recovered swiftly in order to provide the services required for the safe operation of a system with-out a long delay. In some applications, it may be possible to restart from a safe initial state. The concept of initial state merits further consideration, particularly for open components. After the startup of a component, what should be its initial LIF state? The initial state of a LIF must be consistent with the state of the environment at the instant of startup. Since the state of the environment is observed by sensors, the instrumentation must be designed to observe directly or indirectly all state variables of the environment that are relevant for the future operation of the system, as seen from the viewpoint of the LIF. 
5.5 Conclusion

In this paper authors have proposed separating the operational and meta-level specifications of a linking interface. Such a separation leads to the development of a clearer understanding of each category. In a real-time distributed system, the operational specification must be precise in both the value and temporal domains. It has been shown that the temporal firewall concept provides the capability to provide a precise temporal specification of a LIF. It is difficult to provide such a precise temporal specification if the client-server model is used. The meta-level specification assigns meaning to the information chunks formed at the operational level by providing a LIF service model. This LIF service model should be presented in a form that considers the cognitive constraints of the system engineer. The LIF service model will be informal if the component interacts with the natural environment.
CHAPTER 6 
Architecture for Embedded Software Integration Using Reusable Components
Behaviors of integrated software in the architecture propose by Shige Wang and Kang G. Shin [12] is modeled as Nested Finite State Machines (NFSMs). The NFSM model supports compositional behavior specifications. It further supports incremental and formal behavior analysis. The behavior correctness of such an integrated system can be verified using an approach similar to that in [10]. Furthermore, since a given behavior can be implemented by different FSMs [11], different components may be selected for integration to meet different constraints while achieving the same behavior. The behaviors specified in other models or languages can be converted to this model using translators. The integrated behaviors can then be specified in a Control Plan program for remote and runtime behavior reconfiguration. This architecture also separates other non-functional constraints, especially timing and resource constraints, from functionality and behavior integration so that these constraints can be analyzed and verified incrementally and as early as at design phase.
6.1 Component Structure
Components are pre-implemented software modules and treated as building blocks in integration. The integrated embedded software can be viewed as a collection of communicating reusable components. Figure 7 shows the embedded software constructed by integrating components.
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Figure 7: Integration of embedded software components
The component structure defines the required information for components to cooperate with others in a system. The software component is modeled as a set of external interfaces with registration and mapping mechanisms, communication ports, control logic driver and service protocols, as shown in Figure 8.
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Figure 8: Reusable component structure

6.1.1 External interfaces:

External interfaces define the functionality of the component that can be invoked outside the component. In this model, external interfaces are represented as a set of acceptable events with designated parameters. A component with other forms of external interfaces, such as function calls, can be integrated into the system by mapping each of them to a unique event
.

6.1.2 Communication ports:
Communication ports are used to connect reusable components, i.e., they are physical interfaces of a component. Each reusable component can have one or more communication ports.
6.1.3 Finite State Machine driver:
The control logic driver, also called the FSM driver, is designed to separate function definitions from control logic specifications, and support control logic reconfiguration. The FSM driver can be viewed as an internal interface to access and modify the control logic, which is traditionally hard-coded in software implementation.

6.1.4 Service protocols:
Service protocols define the execution environment or infrastructures of a component. Example service protocols include scheduling policies, inter-process communication mechanisms and network protocols.

6.2 System Integration
Software integration includes component selection and binding, and control plan construction (both control logic and operation sequence). A runtime system can be generated by mapping the integrated software onto a platform.
6.2.1 Composition Model

The composition model defines how software can be integrated with given components. Since each reusable component is implemented with a set of external interfaces that uniquely define its functionality, components can be selected based on the match of their interfaces and design specifications. The integration of reusable components can be viewed as linking the components with their external interfaces.

Reusable components in integrated software are organized hierarchically to support integration with different granularities, as illustrated in Figure 9.
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Figure 9: Hierarchical composition model
The behavior of an integrated component can then be modeled as integration of its member component behaviors. The control logic and operation sequences of each component can be determined individually and specified in a Control Plan. The behavior specifications can further be classified as device-dependent behaviors and device-independent behaviors. The device-independent behaviors depend only on the application level control logic, and can be reused for the same application with different devices. The device-dependent behaviors are dedicated to a device or a configuration, and can be reused for different applications with the same device.

With such a composition model, both components for low-level control such as algorithms and drivers and for high- level systems can be constructed and reused. However, additional overhead is introduced as the component level is increased, and may results in associated performance penalties due to excessive communications and code size. 
6.2.2 Runtime System Construction

The integrated software obtained from the composition model cannot be executed directly on a platform since the composition model only deals with functionality. To obtain executable software, components have to be grouped into tasks, which are basic schedulable units in current operating systems. Each task needs to be assigned to a processor with proper scheduling parameters (e.g., scheduling policy and priority) determined by an appropriate real-time analysis. Also, communications among components should be mapped to the services supported by the platform configuration. After these pieces of information are obtained, the components can be mapped to the platform by customizing their service protocols. Figure 10 shows the mapping from functional integrated software to a runtime system with our architecture.
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Figure 10: Runtime system generation from composition
6.3 Conclusion

A component-based architecture for embedded software integration is discussed above. This architecture defines components and a composition model as well as a behavior model. A reusable component in the architecture is modeled with a set of events as external interfaces, communication ports for connections, a control logic driver (FSM driver) for separate behavior specification and reconfiguration, and service protocols for executing environment adaptation. Such a structure enables multi-granularity and vendor-neutral component integration, as well as behavior reconfiguration. [12]
CHAPTER 7 
Conclusion

Module specifications are defined by utilizing the notion of push-out operation from category theory as discussed in Chapter 4. Given specifications A and B, and a specification R describing syntactic and semantic requirements along with two morphisms f and g, the push-out operation gives specification R which contains A and B.

The composition scheme allows two modules to be interconnected via export and import interfaces. The push-out of the two modules is the resulting specification of the composed module. A set of contracts or constraints for each of these components are defined along with their specification. Further as discussed in the chapter 5 for real-time distributed systems the operational and meta-level specifications of a linking interface can be separated for a clearer understanding. Currently, contracts being defined include timing and synchronization constraints in the components. Other non-functional properties such as bandwidth and memory constraints can also easily be described as contracts. The composition of theses modules to result in a complete system is achieved via category theoretic operations. The final system is when verified for the correctness against a set of requirements prescribed for the system and the constraints resulting over the composition.
As per Chapter 3, the composability of an architecture can be proved using Priority Interval Petri-nets, because they specify time durations and priorities. Priority functions can be assigned. This function associates a priority, a natural number, to each transition. Changes from a state into another by elapsing time are done in this new kind of time dependent nets. A transition can fire, when it can fire in the net without priorities and additional, the transition has the highest priorities between all fire-able transitions. One of the main ideas behind that specification is that tokens are generated if one of the temporal requirements is not fulfilled. These tokens trigger the dark-grey shaded part of the net (call “instrumentation”) that brings the whole net into a dead state (by “stealing” token from the initial generator places). That mechanism allows checking the specification for “dead reachable states” to prove the correctness of the specified system (if the system is correct, no dead state is ever reached). Therefore this specification is not only a specification, but allows also the analysis of behavior.
Lastly in chapter 6 we discuss reusable component architecture for real-time systems. According to which these systems can be modeled with a set of events as external interfaces, communication ports for connections, a control logic driver for separate behavior specification and reconfiguration, and service protocols for executing environment adaptation. The control logic of each component is specified in a state table separately from the component implementation, and can be reconfigured remotely and dynamically which also allows the verification to be done independently of implementation, and incrementally as the integration continues.
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