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Project#1: Clustering Evolving Data Streams and Applying It to Detect Peer-to-Peer Botnet Traffic
1. Clustering evolving data streams

We face two major challenges while mining data streams: infinite length and concept drift. Most clustering algorithms are multi-pass, i.e., they require multiple scans of a data set. This could be too expensive for data streams, because of their huge volume. Thus, these algorithms cannot be applied directly to clustering data streams. 
Although there are some recent works in clustering data streams (O'Callaghan, 2002; Guha, 2000), they are not sufficient for handling data streams because of two reasons. First, they compute the clusters over the entire data stream. But this approach is not applicable to a data stream that evolves with time. If the data stream evolves, the underlying clusters may also undergo significant change with time. Second, they perform incremental clustering by maintaining only a small number of existing clusters (such as k in the k-median or k-means method). But it is possible that with the nature of data evolving, some objects originally belongings to one cluster may now belong to another cluster, or even form a new cluster. 
Based on these observations, two major ideas have been proposed: microclustering (zhang, 1996) and tilted time frame. The microclusters have an additive property which makes them a natural choice for data streams. When new data arrive, they could either be put into an existing microcluster, or form a new one, depending on how close they are from the nearest microcluster center. If a new microcluster is created, some existing microclusters may be merged, or some small and outdated microclusters may be removed. Thus, we may incrementally maintain and dynamically evolve microclusters in data streams. The summary information in the microclusters can be used for creation of macroclusters (i.e., the high-level k clusters for an input parameter k) dynamically, using k-means clustering algorithm. Besides, by adopting tilted time frame, microclusters are stored as time-stamped snapshots, and the snapshots are maintained at multi-granularity depending on their age. A comprehensive description of efficient clustering of data streams using this approach can be found in Aggarwal (2003). 
2. Application to P2P botnet traffic detection
P2P botnets are the new evolving technology of botnets. These botnets are distributed, and much smaller than IRC-based botnets. Thus, they are also more difficult to locate and take down. We have proposed an efficient stream data classification algorithm for P2P botnet traffic detection. We would like to integrate this technique with the data stream clustering, for P2P botnet traffic detection. This would be done as follows: we will apply the data stream clustering technique (Aggarwal, 2003) to cluster the stream data into two clusters. We would label one of the clusters as benign and the other as malicious, based on the label of a few sample points in each cluster. Then we would apply classification on the labeled data. The system will be evaluated by the accuracy of the learned classifier. 
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Project#2: Ontology Alignment 
   Given 2 data sources, S1 and S2, each of which is represented by ontologies O1 and O2, the goal is to find similar concepts between O1 and O2 by (1: examining their names (2: examining their respective instances (3: examining their structural properties (a node’s parents, children, siblings, etc.). For the purposes of this problem, O1 and O2 may belong to different knowledge domains drawn from any existing knowledge domain, although typically, the ontologies are modeled after the same knowledge domain (ie: the domain of university computer science faculties in the United States). Additionally, these ontologies may vary in breadth, depth, and through the types of relationships between their constituent concepts.
 
    The challenge involved in the alignment of these ontologies, assuming that they have already been constructed, is based on the derivation of procedures that will maximize the conceptual similarity between any 2 concepts between the ontologies. This is accomplished through determining the weighed similarity between the concept names and their associated instances and also by structural properties from each ontology close to the concepts being compared in an attempt to maximize the conceptual similarity.

     Name similarity is determined by comparing the full names of each concept, where the full name is defined as the concatenation of the concept names that lead to the currently compared concept, starting from the root node of the ontology. Content similarity relies on using 2 classifiers, CA and CB, which are trained to reliably determine whether instances belong to concept A and concept B, respectively. CA then must classify those instances belonging to concept B, while CB must classify instances belonging to concept A. The number of instances belonging to both concepts is determined, and from this, 3 separate probability values are calculated: P(A,B), which is the probability that an instance belongs to concepts A and B, P(~A, B), which is the probability that an instance belongs to concept B but does not belong to concept A, and P(A, ~B), which is the probability that a concept belongs to concept A but does not belong to concept B. 

      Once these probabilistic measures are tallied, a user-defined function expresses a similarity matrix that describes pairwise similarity between between all of the concepts of O1 and O2.  The final pairwise probability is derived by using Jaccard similarity, which is defined in the context of the joint probability distribution over all of member instances as P(A,B)/P(A,B) + P(A,~B) + P(~A,B).
    In order to maximize the similarity between concepts, local structural properties of the ontologies are evaluated and compared in a process known as relaxation labeling. This module takes the matrix computed by the similarity estimator and uses domain constraints and heuristic knowledge to determine the most likely overall similarity configuration. The constraints may be domain-dependent, such as “There can be at most one department chair” for a university faculty ontology, or the constraints may be domain-independent, such as “Two concepts match if their children also match”. The process of relaxation works as follows: concept nodes are assigned initial labels based solely on their intrinsic properties. Next, iterative local optimization is performed. Within each iteration, the label of the node is re-estimated based on the local features of its neighborhood, included domain constraints and heuristics. The process continues until labels do not change from one iteration to the next, or until some other version of convergence criterion is reached.
Here are 4 relevant to GIS, with some emphasis on road networks:
http://fcgov.com/gis/downloadable-data.php (Fort Collins GIS data, roads, habitats, zoning, etc., in dbf and shapefile format)

http://data.geocomm.com/catalog/index.html (free GIS data, GIS data depot)

http://www.geobase.ca/geobase/en/data/nrn/index.html (National Road

Network of Canada, includes data in the form of shapefile and KML data)

http://www.capcog.org/Information_Clearinghouse/Geospatial_main.asp

(Texas GIS data, in mdb and shapefile format)
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Project#3: Predicting the Ontology for Web Service

Generally the web services are published with WSDL [1] descriptions by web service [2] provider. These WSDL descriptions don't have any semantics [3]. If user want to invoke any web service user has to manually search for web service and then match the input output parameters of the desired web service with the input output parameters provided by web service provider. 


One approach to over come this manual service discovery is to automate the discovery of web services. There several problems to be addressed in automatic service discovery. First problem in this approach is to develop the good semantic matchmaker [4] which will be able to differentiate between available web services and give the perfect match for the user request. Second problem is how to create the semantic profile of web service which will be used by semantic matchmaker, and how to create a semantic user request which will be input for semantic matchmaker.  The existing OWL-API [5, 6, 8] provides the much of the required functionality to resolve first problem. For second problem, presently, manual creation of ontology [7] for given web service and then define the input output of provided web service using these ontology solves the problem. Once we create the semantic profile of web service, we register this semantic profile in search space of semantic matchmaker. The process of creating ontology or assigning existing ontology to web service for creation of its semantic profile has to be done manually and can not be completed without added human thinking. 


We can automate the process of creating semantic profile. One way to generate the initial semantic profile is to use WSDL2OWLS [9] converter. The input output of in this initial profile will be backed up by generalized ontology, in which most of the input output terms are classified as ‘Thing’.  We can come up with framework to create more specialized ontology for given web service. The initial terms and their data types are defined using XML schema [10], which is a part of WSDL profile.

Our goal is to implement model to predict the specialized ontology given the XML schema for a web service.

For example we have ‘Theaters’ web service which will retrieve a list of all theaters and the movies playing today given a zip code and radius within zip code. 

Figure 1 is a part of initial semantic profile generated by using WSDL2OWLS converter, which is describing the input output of the web service. In this initial semantic profile the two inputs zip code and radius are defined using data types string and int respectively, output is classified as ‘thing’ which is more general term.

POC: Sandip N Gaikwad <sng071000@utdallas.edu>

    <profile:hasOutput>

      <process:Output rdf:ID="GetTheatersAndMoviesResult">

        <process:parameterType rdf:datatype="http://www.w3.org/2001/XMLSchema#anyURI"

        >http://www.w3.org/2002/07/owl#Thing</process:parameterType>

        <rdfs:label>GetTheatersAndMoviesResult</rdfs:label>

      </process:Output>

    </profile:hasOutput>

      <profile:hasInput>

      <process:Input rdf:ID="zipCode">

        <rdfs:label>zipCode</rdfs:label>

        <process:parameterType rdf:datatype="http://www.w3.org/2001/XMLSchema#anyURI"

        >http://www.w3.org/2001/XMLSchema#string</process:parameterType>

      </process:Input>

  </profile:hasInput>

    <profile:hasInput>

      <process:Input rdf:ID="radius">

        <process:parameterType rdf:datatype="http://www.w3.org/2001/XMLSchema#anyURI"

        >http://www.w3.org/2001/XMLSchema#int</process:parameterType>

        <rdfs:label>radius</rdfs:label>

      </process:Input>

    </profile:hasInput>






Figure1. Initial semantic profile

Figure 2 is the same part of initial semantic profile except the terms shown in red, where the terms in red are defined in the specialized ontology developed locally.

   <profile:hasOutput>

      <process:Output rdf:ID="GetTheatersAndMoviesResult">

        <process:parameterType rdf:datatype="http://www.w3.org/2001/XMLSchema#anyURI"

        >http://127.0.0.1/Ontology/OGCServiceontology.owl#Theaters</process:parameterType>

        <rdfs:label>GetTheatersAndMoviesResult</rdfs:label>

      </process:Output>

    </profile:hasOutput>
    <profile:hasInput>

      <process:Input rdf:ID="ZipCode">

        <rdfs:label>ZipCode</rdfs:label>

        <process:parameterType rdf:datatype="http://www.w3.org/2001/XMLSchema#anyURI"

        >http://127.0.0.1/Ontology/OGCServiceontology.owl#ZipCode</process:parameterType>

      </process:Input>

    </profile:hasInput>
    <profile:hasInput>

      <process:Input rdf:ID="Miles">

        <process:parameterType rdf:datatype="http://www.w3.org/2001/XMLSchema#anyURI"

        >http://127.0.0.1/Ontology/OGCServiceontology.owl#Miles</process:parameterType>

        <rdfs:label>Miles</rdfs:label>

      </process:Input>

    </profile:hasInput>
Figure2. Semantic profile defined using specialized ontology 

The part of the specialized ontology which defines the above terms is shown in figure 3.

…..

<owl:Class rdf:ID="Businesses">
…..

  <owl:Class rdf:about="#Theaters">

    <rdfs:subClassOf rdf:resource="#Businesses"/>

  </owl:Class>
…..

 <owl:Class rdf:ID="Miles">

    <rdfs:subClassOf>

 ….

        <owl:allValuesFrom rdf:resource="http://www.w3.org/2001/XMLSchema#double"/>

…..

    </rdfs:subClassOf>

    <rdfs:subClassOf rdf:resource="#Distance"/>

    <rdfs:subClassOf>

 ……

 </owl:Class>
….
  <owl:Class rdf:ID="ZipCode">

    <rdfs:subClassOf rdf:resource="#GeoCoderResults"/>

  </owl:Class>
…..

Figure3. Specialized ontology 

Once the semantic profile like shown in figure 2 is created this will be matched by matchmaker for user requests like below in figure 4.

<?xml version="1.0"?>

<rdf:RDF

    xmlns:process="http://www.daml.org/services/owl-s/1.1/Process.owl#"

    xmlns:service="http://www.daml.org/services/owl-s/1.1/Service.owl#"

    xmlns:dc="http://purl.org/dc/elements/1.1/"

    xmlns:profile="http://www.daml.org/services/owl-s/1.1/Profile.owl#"

    xmlns:grounding="http://www.daml.org/services/owl-s/1.1/Grounding.owl#"

    xmlns:daml="http://www.daml.org/2001/03/daml+oil#"

    xmlns:expression="http://www.daml.org/services/owl-s/1.1/generic/Expression.owl#"

    xmlns:rdf="http://www.w3.org/1999/02/22-rdf-syntax-ns#"

    xmlns="http://127.0.0.1/QueryTemplates/Query1202433489455.owl"

    xmlns:list="http://www.daml.org/services/owl-s/1.1/generic/ObjectList.owl#"

    xmlns:owl="http://www.w3.org/2002/07/owl#"

    xmlns:xsd="http://www.w3.org/2001/XMLSchema#"

    xmlns:swrl="http://www.w3.org/2003/11/swrl#"

    xmlns:rdfs="http://www.w3.org/2000/01/rdf-schema#"

  xml:base="http://127.0.0.1/QueryTemplates/Query1202433489455.owl">

  <owl:Ontology rdf:about="">

    <owl:imports rdf:resource="../Ontology/OGCServiceontology.owl"/>

  </owl:Ontology>

  <service:Service rdf:about="Query1202433489486.owl#TheatersService">

    <service:supports>

      <grounding:WsdlGrounding rdf:about="Query1202433489486.owl#TheatersGrounding"/>

    </service:supports>

    <service:describedBy>

      <process:AtomicProcess rdf:about="Query1202433489486.owl#TheatersProcess"/>

    </service:describedBy>

    <service:presents>

      <profile:Profile rdf:about="Query1202433489486.owl#TheatersProfile"/>

    </service:presents>

  </service:Service>

  <profile:Profile rdf:about="Query1202433489486.owl#TheatersProfile">

    <profile:hasOutput>

      <process:Output rdf:about="Query1202433489486.owl#Theaters">

        <process:parameterType rdf:datatype="http://www.w3.org/2001/XMLSchema#anyURI"

        >http://127.0.0.1/Ontology/OGCServiceontology.owl#Theaters</process:parameterType>

      </process:Output>

    </profile:hasOutput>

    <profile:hasInput>

      <process:Input rdf:about="Query1202433489486.owl#ZipCode">

        <process:parameterType rdf:datatype="http://www.w3.org/2001/XMLSchema#anyURI"

        >http://127.0.0.1/Ontology/OGCServiceontology.owl#ZipCode</process:parameterType>

      </process:Input>

    </profile:hasInput>

    <profile:hasInput>

      <process:Input rdf:about="Query1202433489486.owl#Miles">

        <process:parameterType rdf:datatype="http://www.w3.org/2001/XMLSchema#anyURI"

        >http://127.0.0.1/Ontology/OGCServiceontology.owl#Miles</process:parameterType>

      </process:Input>

    </profile:hasInput>

    <service:presentedBy rdf:resource="Query1202433489486.owl#TheatersService"/>

  </profile:Profile>

  <process:AtomicProcess rdf:about="Query1202433489486.owl#TheatersProcess">

    <service:describes rdf:resource="Query1202433489486.owl#TheatersService"/>

    <process:hasOutput rdf:resource="Query1202433489486.owl#Theaters"/>

    <process:hasInput rdf:resource="Query1202433489486.owl#ZipCode"/>

    <process:hasInput rdf:resource="Query1202433489486.owl#Miles"/>

  </process:AtomicProcess>

  <grounding:WsdlGrounding rdf:about="Query1202433489486.owl#TheatersGrounding">

    <service:supportedBy rdf:resource="Query1202433489486.owl#TheatersService"/>

  </grounding:WsdlGrounding>

</rdf:RDF>

Figure4. Sample request to find web service

Reference:
1. http://www.w3.org/TR/wsdl 

2. http://www.w3.org/2002/ws/ 

3. http://www.w3.org/2001/sw/
4. http://www-ags.dfki.uni-sb.de/~klusch/owls-mx/  

5. http://www.mindswap.org/2004/owl-s/api/ 

6. http://www.w3.org/2004/OWL/ 

7. http://www.w3.org/TR/owl-features/ 

8. http://www.w3.org/Submission/OWL-S/ 

9. http://www.daml.ri.cmu.edu/wsdl2owls/ 

10. http://www.w3.org/2001/XMLSchema 
Project#4: Clustering in Software Fault Localization

Problem Description:

You need to do clustering for software fault localization for a specific program. The main idea is you have a  code and there are more than one versions, suppose 7 versions. Each version originally contains one bug. And there will be a text file which will describe the bug location and the bug itself. Fist you have to introduce all bugs into the source file so that now your source file will contain all 7 bugs instead of only one bug. After introducing all 7 bugs you have to run the test cases that are given, and collect the traces. To collect the traces, you can modify the source code by inserting “fprintf(stderr,”%d”,__LINE__);” in each line of  the source code or you can collect them by running the program from gdb. After running the test cases you will get the outputs of each test case and to find out which test case is a failed one and which one is a successful one. You need to compare the actual output with the original output. You can collect the original output by running the test cases into an unmodified version of the source code. After getting the traces you can cluster the failed traces. You should get seven clusters where each cluster represent trace for one bug. Then you can apply Tarantula [1] method in each cluster to find out the fault location.

Data: 

You will find the data from http://sir.unl.edu/php/ . First you need to register to access the files from here. After registering you can login by using your username and password and can download the source files. You will get a .tar.gz files which you need to extract into a location and you will find all the source files, versions, test cases etc. Initially you can download printokens and verify your methodology.

Reference:

1. Tarantula: http://www.cc.gatech.edu/aristotle/Publications/Papers/icse02.pdf
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