
Dear Editorial Board:
I understand that you are going to publish the paper by professors Oberholzer-Gee and Strumpf (O&S) on file-sharing. I have been following the progress of that paper and have some suggestions that might improve the paper and perhaps avoid embarrassing the JPE. As you may know, I have been quite critical of this paper but my suggestions here are generally limited to claims made outside of the main regression analysis. Since the JPE has accepted the paper (according to Oberholzer-Gee’s webpage) I would expect the JPE to stand by its decision and I am not arguing for it to do otherwise. The version of the paper I reference is dated October 2006, so I presume it is the final draft and it consists of 37 pages plus tables.
First I have a request about data availability. I have asked these authors for a copy of their data several times and was always rebuffed. They claimed they were not allowed to provide the data even though there is no confidentiality aspect in the ultimate data set used in their analysis (which lists weekly song downloads, record sales, and a few other variables, but no information on downloads by specific individuals or IP addresses that might otherwise be considered confidential).  Now that their paper is accepted I was hoping that I might be given access to their data and that the JPE might help me in this endeavor. Some journals require authors to make their data available but I am not sure if the JPE has a policy on this issue. 
Now to the task at hand. I begin with the conclusion of their paper, where O&S offer several possible alternative explanations of the decline in CD sales. There is good reason for them to provide such alternative explanations. Their principal claim, that downloads are not responsible for the decline in CD sales, leaves an uninvited elephant in the room, that being the large decline in CD sales that corresponds with the advent of downloading. Their lack of almost any commentary or analysis on these crucial points, beyond the mere act of assertion, is in my opinion, unfortunate. 
For example, O&S state: “Between 1999 and 2003, a fifth of music sales shifted from record stores to more efficient discount retailers such as Wal-Mart. About half of the RIAA’s reported decline in CD shipments can be linked to the resulting reduction in store inventories.” Little did I imagine that a journal of JPE’s quality could allow such an assertion (or those to follow) without any evidence to back it up. If inventory changes could explain half the decline in CD sales that would seem to be an extremely important finding. I would have liked to have seen the linkage that O&S state exists but I cannot find it anywhere in the paper. I am not surprise that it isn’t in the paper, however, since I do not think such a linkage is possible. First we should remember that a change in retailer inventories merely leads to a decline in sales from manufacturer to retailers while the inventory reduction is taking place. Once an inventory adjustment is finished, sales from manufacturers to retailers bounce back to match the level of retail sales made to final customers.
 
Let’s stack the deck in favor of O&S: assume that inventories are equal to 100% of sales at non-discount retailers and 0% at discount retailers. If discount retailers increase their market share by 5% in a year (to approximate O&S’s claimed 20% gain in 4 years), sales by manufacturers to retailers would fall by 5% during that year since the 100% in inventories for 5% of the stores will no longer be required. But sales by manufacturers would rebound to their old level the next year unless discount retailers took another 5% of the market. So with these assumptions there would be a 5% reduction in sales for each year where discount retailers increase their market share by 5%. Note that this 5% is not cumulative—it is a reduction for the year which keeps getting repeated each year as long as the market share of discounters increases in this manner, which would obviously end when the share of discounters equaled 100%. Note that even in this scenario, which is extremely favorable to O&S, the decline is only 5%, and is not anywhere near half of the 31% decline in CD sales that has actually occurred. But of course the actual facts are nowhere as generous toward O&S as this example. To begin with a minor problem, the increase in market share of big box retailers from 1999-2003 was not the 20% suggested by O&S but actually 14.5%, which reduces the decline in the above example by approximately one fourth. The bigger problem is in the size of the inventories. Non-discount retailers do not have inventories equal to 100% of sales. According to statistics from the National Association of Recording Merchandisers, inventories of sound recordings make up from 1/4 to 1/3 of yearly sales. Using the more generous 1/3 value cuts the yearly sales decline due to inventory reduction by 2/3. So we are down to inventory improvements reducing sales by slightly over 1% per year during this transitional period. But we are still assuming that big box retailers have zero inventories, which is clearly giving them too much of an advantage. In fact, the average industry inventory turn ratio (which is highly variable) was identical (4.4) in 1997 and 2002 (the year the data stopped being collected by NARM) and the average for the years 95-98 was 3.5 as opposed to the 99-2002 average of 3.6 although big box market share increased from 28.2% to 50.7% during this period. So, the evidence indicates that not only is the assumption of zero inventories for big box retailers too strong, but it implies that big box retailers have inventories that are almost as large (~88%) as non-discount retailers. I believe we are forced to conclude that O&S’s claim about the large impact of inventories, put forward without any caution or reservations, is clearly incorrect.

O&S then state: “A second factor is the ending of a period of atypically high sales, when consumers replaced older music formats with CDs.” Again, they provide no evidence for this assertion. [They should have known that I had examined and rejected a general version of this hypothesis in a previous paper [1] since they cited that paper in the March 2004 version of their paper, although their citations to my file-sharing work have since been removed]. A simple test of this librarying claim is to look at the ratio of sales of old albums to sales of new albums. If replacing old albums in obsolete formats is important then sales of old albums should be higher than when such replacements are not important. If O&S are correct that the replacement of old formats has largely come to an end since 1999 we should find that the market share old albums should also have fallen since then. What we actually find is that albums more than 18 months old as a percentage of total sales have increased slightly, from 34% to 36% during 1999-2004 and albums more than 36 months old, known as ‘deep catalog,’ increased from 24% to 25%. This evidence clearly contradicts the claim of O&S.

Next comes the DVD canard that they have repeated in several other forums in the past. They claim that the growth of DVDs might be the most important factor even though I don’t see how it can be larger than the 50% putatively explained by their inventory hypothesis. My recent article in the JLE [3] goes through the evidence in some detail (p 22-23), in part to prevent this claim from being made without some new evidence to support it. What you will notice when you look at the data (I include a copy of the JLE article as an attachment) is that DVD/VHS rentals and sales do not break trend during this period. There was a shift away from video rentals in the last few years, so the data on sales alone, which O&S stubbornly cling to, is misleading. Further, the current increase in video sales&rentals is chump change compared to the large increase in video sales&rentals that occurred in the mid 1980s and sales of sound recordings showed no signs of any negative consequences back then. 

Their next candidate explanation for the decline in CD sales is the growth in video games. Again, this market is growing, but the trendline has not changed during the genesis of the decline in the sales of sound recordings. Revenues for game hardware and software did grow (according to the Consumer Electronic Association), but by virtually the same amount in the six years prior to 1999 as in the six years since 1999 ($10.40 versus $10.39 in real absolute dollar terms per capita). This hardly seems like evidence to explain a 31% decline in CD sales since 1999 after a period of rising CD sales. I do not have at my fingertips evidence for the other pieces of O&S’s shotgun approach, such as cell phones, except to point out that cell phone expenditures, however much they may or may not be growing, do not appear to have harmed iPod sales very much.
There are several ‘quasi’ experiments that also deserve comment. The first consists of whether record sales decrease in the summer or not. O&S claim that file-sharing decreases in the summer because students are home and not using their broadband connections at school. O&S state (p26): “The first experiment involves variation over time. The number of file sharing users in the U.S. drops twelve percent over the summer (estimated from BigChampagne, 2006) because college students are away from their high-speed campus Internet connections. If downloads crowd out sales, we should observe that the share of albums sold in the summer increases following the advent of file-sharing.” 

[image: image1.emf]Big Champagne: Avg Simultaneous US Users

0

1,000,000

2,000,000

3,000,000

4,000,000

5,000,000

6,000,000

7,000,000

8,000,000

August - 2002

September -October - 2002

November -December - 2002

January - 2003February, 2003March, 2003April, 2003

May, 2003

June, 2003

July, 2003

August, 2003

September, 2003October, 2003

November, 2003December, 2003

January, 2004February, 2004March, 2004April, 2004

May, 2004

June, 2004

July, 2004

August, 2004

September, 2004October, 2004

November, 2004December, 2004

January, 2005February, 2005March, 2005April, 2005

May, 2005

June, 2005

July, 2005

August, 2005

September, 2005October, 2005

November, 2005December, 2005


I report on measures of filesharing in Table 2 in my JLE article, which also includes some other data sources. I reproduce the Big Champagne data in the accompanying chart.
 I certainly don’t see any seasonal summer drop in file-sharing. Do you? [Remember that the summer of 2003 was the initiation period of the RIAA lawsuits and thus sui generis–see the April JLE for an article discussing the lawsuits in detail.] 
It might also be worth mentioning that most college students do not live in dormitories. According to the US Statistical Abstract there are about fifteen million college students of whom approximately three million live in dormitories. With such a weak reason to believe that file-sharing falls in the summer, and no support in the data that I can see, it shouldn’t be surprising that O&S do not find their expected linkage with record sales in the summer. 

I can’t resist bringing up the point that their claim here is in contradiction to their claim about German Schoolkids who supposedly engage in more file-sharing when they are on vacation because they have more free time. In the German case O&S suggest that school kids use the Internet more when they are on vacation and in the current case they focus on a small subsample of college students who supposedly use the Internet less (or less effectively) when they are on vacation. But American high school kids (and non-dormitory college kids) are also on vacation in the summer, and that should increase their file-sharing, according to the German schoolkids vacation hypothesis. That the impact of vacations is unclear is a problem with this variable which is a key instrument in their main regressions. I guess sometimes it might be convenient to believe that vacations increase downloading and at other times it might be convenient to believe that vacations decrease downloading, but we shouldn’t see both assertions coexisting in a single paper. Nevertheless, I promised not to talk about the main regressions so let’s get back to the quasi-experiments.
Another claimed experiment found in the middle of page 27 examines the behavior of CD sales for different musical genres. This topic is close to my heart since I have written about it in some detail. In Table 3 on page 17 of my JLE article I present the raw data which shows that that the presumed least-downloaded genres (classical and jazz) had much smaller sales declines (or actual increases) than the more downloaded genres. I didn’t see much point in running a regression on 7 observations, however. With such a small sample, asking for statistical significance seems somewhat unreasonable. In a current paper [5] I examine the impact of Internet usage (as a proxy for file-sharing) on sales of records by genre in 100 US cities. The Internet impact differs by genre and in a way consistent with the file-sharing hypothesis. 

O&S run a simple regression on their handful of genres:

Genre change in sales = k + a x genre file-sharing intensity + b x change in genre radio audience
O&S provide two alternative measures of file-sharing intensity, total downloads and downloads relative to sales. I think it should be clear that downloads relative to sales is the more correct variable in this specification since the percentage change in CD sales by genre should be impacted by file-sharing intensity across genres and not the absolute amount of file-sharing in the genre which is what the total download variable measures. But O&S only tell us about the coefficient of the less appropriate measure of file-sharing, not the better measure.

 I have tried to replicate their analysis and my results do not match their conclusion. Admittedly, my data are not exactly the same as theirs. We presumably have the same national genre sales growth from Nielsen SoundScan. My data only go through 2004 whereas their data includes 2005, but it is unlikely that one more year would make much difference. 
I create the measure of file-sharing intensity (the more appropriate O&S variable) from their Tables 1 and 3, so my numbers should be largely the same as theirs (except perhaps for a scaling factor).
 I also use a data set produced by NPD which claims to measure downloading intensity by genre.
 The Table below indicates the two measures of file-sharing intensity by genre.
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The two file-sharing intensity data sets have a correlation of -.10 for the 6 genres they have in common, which is not reassuring and indicates that we should be careful in using at least one of these data sets. I find the NPD data more believable than the OS genre statistics for several reasons. First, the results seem more intuitive—I don’t think that Alternative should be that much different lower than Hard (Rock) and it seems reasonable that Rap should be higher than R&B and not much lower than Rock, if lower at all. 
The more important problem with O&S’s file-sharing intensity variable, however, is that it is likely to be unrepresentative of the full market. The main reason for this is that O&S put some of their albums into the categories of “New Artist”, “Current (hits)” and “Catalog”.
 Examination of their Table 1 indicates that albums in the “Current” category, which come from all genres, are far more successful than other albums. The average sales per album in the “Current” category is almost 13 times as large as the average of all other albums and is more than 6 times as high as the average sales of the next highest genre. “Current” albums represent only 12% of the sample but account for 64% of the overall sales in the sample. Thus, since the albums listed as “Current” are not included in the musical genres that form (or should form) the basis for O&S’s analysis, the most successful albums in each genre are left out of the analysis and the results might be quite misleading.
 

O&S also include a variable for radio listening. I too believed at one time that radio listening was a reasonable control to use to adjust for overall changes in musical tastes. I have since become more cautious about its use, for two reasons. First, I have discovered that radio play appears to be harmful to record sales, in an aggregate sense that would apply to entire genres, so that changes in radio listenership will have an impact on record sales independent of overall changes in musical tastes [2, 4]. Second, the classification of genres used on the radio is often different than that used in sound recordings. The two can be quite difficult to match up. For example, the R&B category in the Arbitron radio data is listed under ‘remaining formats’ and the values are too small to measure in recent years. Instead a category called ‘urban adult contemporary’ most likely matches up with the R&B category for sound recordings.

Throwing caution to the wind, we can run these regressions nevertheless. The results are found in the nearby table (the shaded cells represent the specification chosen by O&S). The results with the NPD data support a view that file-sharing intensity is negatively related to declines in record sales. The next set of regressions, labeled OS, use the better measure of file-sharing intensity from O&S. The result without the radio variable indicates some likelihood of a negative impact given that we only have 7 observations. With the radio variable included that result goes away. These results are replicated in the last two rows removing the “Latin” genre since Spanish speaking radio listeners may have very different CD purchasing habits than English speakers in the US. The results in these two columns implies that there is a reasonable case for believing the impact of filesharing to be negative. One might conclude that there is support for the hypothesis using the NPD data or the OS data excluding the Latin genre.
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Finally, the columns labeled OS1 use the theoretically inferior total file-sharing variable and show no relationship between this variable and sales and the shaded column represents my version of the specification that O&S report in their paper.
 I would assert, if their results are like mine, that the results they report are not reflective of the information coming from this analysis. If their results are not like mine then O&S should at least have mentioned the problems with their genre data excluding the majority of sales. Since they now know about the NPD data they could redo their results using the NPD data where I would expect them to find the same outcome I have found, and I would expect them to report it since researchers are not supposed to only report results consistent with their thesis. 
In their final ‘quasi experiment’ (bottom of page 27) O&S state that a simple test is to examine whether aggregate file-sharing can be linked to aggregate changes in sales. They begin by stating that file-sharing became widespread in 1999, which is off by one year (see my JLE paper page 6 shows that Napster did not become widely adopted until mid 2000). Then they claim that record sales have increased in three of the seven years since 1999. Although a minor point in the big scheme of things, it can have a disproportionately large rhetorical impact on readers, so we should make sure we get such statements right. 

RIAA numbers, which are more complete reflections of the industry than are SoundScan numbers (see page 13 of my JLE) indicate quantity of albums per capita fell in each year after 1999, and that nominal album units fell in each year except for 2004. The SoundScan numbers indicate sales fell every year since 2000, except for 2004 and are running behind again in 2006 as of November 20th. So they really have risen once in 6 years (since the decline began) and not three out of seven as reported by O&S.
 Since O&S have both sets of numbers they should report the results for both sets, not just the one that appears more consistent with their perspective and they shouldn’t treat the SoundScan increase in 2000 as a break in the decline. 
Below are the numbers I have for the two data sets. The RIAA numbers are larger because they measure more of the market (record clubs, direct advertising, and so forth). Don’t forget that population was growing during this period so the drop would be larger on a per capita basis. It is a large decline, no matter how it is measured, particularly if one were to control for population.
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1999 754,835 1,085,200

2000 785,138 1,038,900

2001 762,781 945,700

2002 680,960 850,800

2003 656,299 786,300

2004 677,271 787,957

2005 644,701 748,727


It is possible that O&S and I have different numbers in 2004 and 2005 because digital downloads began to exert a role on sales. Although albums typically contain about 14 songs many analysts divide digital singles by 10 to determine the number of ‘album equivalents’ and this overstates the true equivalent number of albums so perhaps this has led to an overestimate of recent sales by O&S. But O&S’s own data is consistent with the 14 songs per album claim, so they shouldn’t be using 10.
As I explained in my JLE paper, the 2004 sales increase is explained, in part, by the apparent impact of the RIAA lawsuits which led to a reduction in the year-on-year measures of file-sharing in the first half of 2004 although this didn’t appear to be the case for the second half of 2004 (see Table 2 in my JLE paper). O&S should mention this as a possibility and cite the paper in the JLE that analyzes the impact of the lawsuits.
I don’t have much to say about O&S’s month to month analysis. I don’t have monthly sales data to check their results. I wouldn’t expect much of a relationship, for several reasons. As already mentioned, Big Champagne’s number of simultaneous users is not the same as a measure of the quantity of file-sharing. For one thing it will be impacted by people keeping their computers on 24 hours a day so the file-sharing measurements are likely to be skewed by increases in broadband adoption. The analysis is also likely to be impacted by a simultaneity bias.
I think, at this point, that there are no alternative explanations for the decline left standing and there is no other evidence that has been adduced to support the regression results. This doesn’t mean that the regression results are wrong, but it certainly weakens the case that they are correct. But here I wonder why O&S didn’t reference any of the other six or seven paper that find a negative impact of file-sharing which I reference at the bottom of the third page of my JLE paper. I know they are familiar with most of them. I also do not believe their description of the Rob and Waldfogel paper matches the conclusion that the authors of that paper drew.
There are other claims made in the non-regression section of the paper that are merely misreported. For example, O&S claim on the top of page 28 that the industry suffered a decline in the early 1980s similar in size or possibly larger than the current decline and that such declines are common. Such a fact, if true, has a strong rhetorical impact by making the current industry problems appear ordinary, apparently weakening the need to come up with an explanation. Besides the fact that this earlier decline occurred during a gut wrenching recession (unemployment over 10%) and after a period of outsized inflation, they are not using actual revenue numbers. The quantity of full length albums (per capita) fell by 18% from a peak in 1978 to a nadir in 1982, compared to a 31% decline from 1999 through 2005.
 That is all we know with any confidence. A severe decline surely, but only slightly more than half of the current decline. Although there might seem to be a more severe drop in revenues according to the statistics on the RIAA web page (41% by my calculations) a careful reading of the data construction indicates that the RIAA does not provide revenue measurements at all. The RIAA only measures units sold. Revenues are estimated based on list prices, making the revenue statistics of questionable value, particularly if nominal margins are changing. Given the gyrations in oil prices (used to make vinyl) occurring at the time, the ongoing switchover to cassettes, and other possible factors (including figuring out how to price products when inflation was going through the roof—up 49% in the 78-82 interval versus 17% in the longer 99-04 interval—we have no idea whether list prices reflected actual purchase prices or not during this period and therefore whether revenues fell by the amounts listed. 

Finally, I think the current version of the paper is not being true to itself. The March 2004 version had a table which took the final regression results and split the sample into quartiles based on sales. The purpose of this table was to see if successful albums were impacted differently than marginal albums. The conclusion was that successful albums were impacted positively by file-sharing whereas marginal albums were not. I copy the table below.
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Although the coefficient for the most successful albums was only of borderline statistical significance, it implied a large positive economic impact (an increase of 60 million albums). O&S thought so at the time: “For the top quartile, downloads have a relatively large positive effect (150 downloads increase sales by one copy) though this is estimated rather imprecisely. These results are also inconsistent with the argument that file sharing is reducing sales of commercially important albums.” What they didn’t seem to realize at the time was that the top quartile represents the vast majority of industry sales and so the result for this quartile will basically be the results for the entire industry. Surely your readers would want to know that file-sharing appears to substantially benefit the sound recording industry as a whole, making the current sales decline even more mysterious. If the authors believe their result, let them have the courage of their convictions and provide this intriguing result in all its glory. The fact that it is non-intuitive might merely create additional interest among readers of the JPE. 
Unfortunately the authors have removed that table without any mention of its prior existence and they have replaced it with a milquetoast and seemingly inferior analysis. Instead of using their straightforward measure of quartiles based on actual sales, the authors now use (in the bottom of their current table 10) a measure of predicted sales as an interaction variable in the regression and conclude, using this technique, that file-sharing does not have differential impacts based on album popularity. I would have thought the quartile technique was better because it was based on actual sales instead of a proxy based on how well the performer’s previous albums had done. Why use a mediocre proxy when the actual variable exists, and when it was used in a prior version of the paper? Particularly when the two techniques seem to give different results? Why not report on both of them? I would have hoped the JPE would have the authors provide some statement explaining the advantages of the new technique so that perplexed readers, such as myself, can better understand. I have never seen a draft that provided this explanation.
I realize that the regression analysis has added some new variables and so it is possible that these results do not hold anymore. However, the table was removed in the December 2004 version of the paper which had virtually identical final regressions, so the switch occurred while the results in the Table held. O&S made the change, however, after I had alerted them to the fact that this result was truly counterintuitive. That was when they were still talking to me.
I could go on with what I believe to be other, more fundamental problems with the paper, but I am not going to. I want to reiterate that I am not suggesting that you not publish the article. If you have accepted it, as I have heard, I think you should honor your commitment. I would hope, however, that you either have the authors fix the numerous factual errors in the current version or allow me to write up a small comment making these points. I would also strongly hope that you would have O&S provide me with the data set so I could examine their analysis in more detail. The imprimatur of the JPE is powerful and I am sure none of us would want to see it used to support factually inaccurate statements.
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� I ignore the possibility of returns here because the RIAA sales figures are net of returns. I have examined statistics on returns in this period and they appear to have increased slightly since 1999, a result that also appears inconsistent with the claims of O&S.


� Measurements of file-sharing have problems, as I discuss in my JLE article. Note that Big Champagne’s measure of simultaneous users is likely to increase as people switch away from telephone use to broadband that is on 24 hours per day.


� I multiplied their ratio by 2000 to make the numbers similar in size to the NPD numbers.


� The NPD data has 6 genres in common with the O&S data but includes “Classical” music as a seventh in contrast to Latin in the O&S data.


� Their Table 3 reports 7 musical genres but also four other ‘genres’ that are not musical styles, e.g., new artists, old albums, current hits, movie soundtracks) but they don’t tell us how many they used in their regression although I presume it is just the seven.


� They state in footnote 7 that for sampling purposes (deciding which albums to include) they classified albums into actual musical genres but when calculating statistics they used the original album genre classification, as seen in their Tables 1 and 3, which is the cause of the problems with their file-sharing measures.


� Removing the Latin observation does not change the results using the absolute measure of filesharing. .


� SoundScan numbers indicates that the decline began in 2001. RIAA half year numbers indicate the decline began in the second half of 2000. See my JLE article for more details.


� The only historical data come from the RIAA.
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