






Protocol ID
Protocol Version
BPDU Type
Flags

Root ID

Root Path Cost

Bridge ID

Port ID

Message Age
Maximum Age
Hello Time

Forward Delay

22-octet word that
determines the ranking
of configuration messages

1 octet

802.1d Bridge Protocol Data Unit
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BRIDGE CONFIGURATION MESSAGES

• Configuration messages are sent as datalink multicast frames

� Each bridge receives messages from every other active bridge, and on
every port that messages from the other bridge can reach

• Identification: Each bridge is identified by an 8-byte unsigned integer formed
by prefixing the MAC address with 2 bytes

� The most significant byte is assigned by the sysadmin

� The next byte is the port number of the interface on which the message
is broadcast

• Configuration messages are broadcast every T seconds

� T is called the hello time (default value is 2 s)

• Messages are discarded after they reach the maximum age (20 s)

• If a bridge decides to switch a port from blocking to fowarding, it listens for
the forward delay (default 15 s) and then learns for an equal time before
reconfiguring the spanning tree
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SPANNING TREE ALGORITHM (1)

• Overview of spanning tree algorithm:

� Purpose is to remove loops

� The bridges choose one to be the root

◦ The one that wins is the one with the lowest ID number, i.e., the one
that has the lowest value of the most significant byte

� The bridges construct a tree of shortest paths from the root to every other
bridge and segment

◦ Each bridge independently decides which bridge is the root

◦ Then each bridge decides which ports (if any) to disable in order to
construct a spanning tree

◦ The algorithm is due to Radia Perlman
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SPANNING TREE ALGORITHM (2)

• Each bridge initially assumes that it is the root

� It broadcasts a configuration message on each port with its ID in the root
ID field

• For each port, the bridge saves the best of the configuration messages that
it receives

� Message 1 is better than message 2 if

root ID1 < root ID2

� If the root IDs are equal, then the tie is broken by comparing costs

� If the root IDs and costs are equal, the tie is broken by
comparing the IDs of the transmitting bridges

� If the root IDs, costs and transmitter IDs are equal, the tie is broken by
comparing the port IDs of the transmitting bridges
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SPANNING TREE ALGORITHM (3)

• Each bridge independently calculates which bridge is the root, using the
algorithm

root ID �→ min[own ID, root ID1, ..., root IDn]

• Each bridge that is not the root decides which of its ports is the root port

� The root port is the preferred port to use to reach the root bridge

� The port on which the cost to the root bridge is the lowest is selected as
the root port

• Each bridge compares its new configuration message with the best message
received on each port

� For each port on which the bridge’s new message is better than the best
received message, the bridge becomes the “designated bridge”
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SPANNING TREE ALGORITHM (4)

• Each bridge now knows which bridge is the root bridge, which port is its
root port, and the ports on which it is the designated bridge

• Each bridge selects the following ports to include in the spanning tree:

� Its own root port

� Each port for which it is the designated bridge

• From now until the next round of configuration messages, each bridge

� Puts the ports that it has selected for the spanning tree in the “forward-
ing” state

� Puts the other ports in the “blocked” state



B92

port 1

port 2

port 3 port 4

port 5

81.0.81.17

configuration message = rootID.cost.transmitter.port

41.19.125.11 41.13.90.19

41.12.315.13 41.12.111.7

Spanning Tree Algorithm Example (1)

1. The messages shown are the best (smallest) received  on each port.
2. Because 41.x.x.x < 81.0.81.17, B92 concludes that the best known 
    root bridge is 41, and the best cost to 41 is 12 + 1 = 13, on either 
    port 3 or port 4.  B92 must select one of these as its root port.
3. Since 41.12.111.7 < 41.12.315.13, the bridge selects port 4 as root.



B92

port 1

port 2

port 3 port 4

port 5

81.0.81.17

configuration message = rootID.cost.transmitter.port

41.19.125.11 41.13.90.19

41.12.315.13 41.12.111.7

Spanning Tree Algorithm Example (2)

4. The message that bridge B92 can transmit on ports 1 and 2, 41.13.92.x, 
    is better (smaller) than the messages received on those ports.  Therefore
    B92 assumes that it is the designated bridge on ports 1 and 2.
5. Because 41.13.90.19 < 41.13.92.x, B92 is not the designated bridge on 5.
6. B92 blocks 3 and 5 , and includes 1, 2, and 4 in the spanning tree.
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SPANNING TREE ALGORITHM (5)

• A port’s state controls the action that the port takes on receipt of a frame:

Port state Explanation

disabled(1) Disabled by the user
blocking(2) Receives, but does not transmit, BPDUs

Does not forward data frames
listening(3) Receives, but does not transmit, BPDUs

Processes BPDUs received from CPU
Does not forward data frames

learning(4) Receives BPDUs
Processes and transmits BPDUs received from CPU

Does not forward data frames
forwarding(5) Forwards data frames

broken(6) Bridge has detected a malfunction
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ALGORHYME

I think that I shall never see
A graph more lovely than a tree.

A tree whose crucial property
Is loop-free connectivity.

A tree that must be sure to span
So packets can reach every LAN.

First, the root must be selected.
By ID, it is elected.

Least cost paths from root are traced.
In the tree, these paths are placed.

A mesh is made by folks like me,
Then bridges find a spanning tree.



THE UNIVERSITY OF TEXAS AT DALLAS Erik Jonsson School of Engineering
and Computer Science 

c© C. D. Cantrell (06/1999)

BRIDGE PERFORMANCE ISSUES (1)

• The spanning tree algorithm is sensitive to congestion

� If a bridge doesn’t receive messages on a particular port, it will take over
as the designated bridge on that port and start to forward frames

◦ This can happen because of congestion, or because of a partial failure
leading to one-way connectivity

� Unnecessary connectivity leads to loops, which lead to more congestion,
clogging the network

� It is essential to use only bridges with enough CPU power to handle the
maximum possible data rate, plus configuration messages

• A station that has multiple connections into an extended LAN and that uses
the same MAC address on more than one port may not be recognized
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BRIDGE PERFORMANCE ISSUES (2)

• The spanning tree algorithm converges slowly

� Typical convergence time in a network with several tens of bridges is of
order 30 s or more

◦ Ports may be inaccessible in the learning state

� Proprietary vendor protocols may converge much faster

� Cisco’s UplinkFast feature is based on IEEE 802.1d

◦ Permits reconfiguration of a bridge as soon as a link-down
condition has been detected on the root port

◦ Eliminates waiting for MAX-AGE timer to expire

◦ Also eliminates the listening and learning phases

� This appears to work best when there is only one blocked port, and
it leads towards the alternate root

◦ Convergence time may be reduced to ∼ 5 s



Hierarchical Network Design for Spanning Tree UplinkFast Technology

Root Bridge

Distribution Multilayer Switches

Wiring Closet Switches

Backup
Root Bridge
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LAYER 2 INTERNETWORKING

• Frames are forwarded directly from one LAN segment to another

� Translation occurs only between segments that use different Layer 2 pro-
tocols

• Frames may be filtered by learning bridges

� Broadcast frames are not filtered

• Internetworking of Layer 2 broadcast networks is not scalable

� Example: Assume that each station makes λ broadcasts per second (s)

◦ The mean number of broadcasts/s made by N stations is Nλ

◦ Assume a mean of b bits/broadcast and a spectral efficiency S (bits/s)/Hz

◦ The mean bandwidth needed for broadcasts by N stations is

B(N) =
Nλb

S
which consumes all available bandwidth for some finite N
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VIRTUAL LANs (VLANs)

• A virtual LAN is a collection of hosts that constitutes a logical LAN

� Traffic between VLANs must be routed, even through one switch

� Implementations:

◦ Layer 2: One switch, or ≥ 2 interconnected switches

� L2 VLANs can be defined using MAC addresses or port groups

◦ Layer 3 VLANs: Defined using network-layer address or protocol

� Fails with unroutable protocols (NETBIOS)

� For broadcast link-layer protocols, a VLAN is equivalent to a
broadcast domain

◦ VLANs make it possible to segment collision domains without losing
broadcast functionality
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VIRTUAL BRIDGED LANs

• Layer 2 VLANs defined by IEEE standard 802.1Q (1998 and 2003)

� Supported over all IEEE LAN MAC protocols

• Goals:

� Easy creation & administration of logical groups of stations that commu-
nicate as if they were on the same LAN

� Unicast, multicast & broadcast traffic that belongs to a particular VLAN
is forwarded only on LAN segments that serve that VLAN

◦ Frames can be tagged to indicate the VLAN to which they belong

◦ Untagged frames are handled as if the bridge doesn’t understand tag-
ging (i.e., according to IEEE standard 802.1D)
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VLAN BRIDGING OVERVIEW

Physical Network Topology

Active Topology

VLAN Topology

Station location
Multicast registration

Source address learning

VLAN registration

Relay
(Ingress, Forwarding, and Egress)

Management controls

Spanning Tree Protocols

Management controls
(enable, disable port)

IEEE standard 802.1Q (2003)
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VLAN TAGGING OF FRAMES

• Purposes of tagging:

� To allow user priority information to be added to 802.3/Ethernet frames

� To allow a frame to carry a VLAN ID

� To allow a frame to indicate the format of MAC address information that
is carried in the payload

� To allow VLANs to be supported across different MAC types

• Tags are inserted, read and removed by bridges, not ordinary hosts

� On an 802.3/Ethernet LAN, a VLAN tag is inserted between the MAC
addresses and the MAC length/type field that precedes either the data
(Ethernet 2) or the LLC/SNAP header (802.3)



SFD

PREAMBLE

DESTINATION ADDRESS

SOURCE ADDRESS

MAC CLIENT DATA

PAD

7 OCTETS

1 OCTET

6 OCTETS

6 OCTETS

2 OCTETS

EXTENSION

LENGTH/TYPE = 802.1QTagType

TAG CONTROL INFORMATION2 OCTETS

4 OCTETS

QTag Prefix

first octet

second octet

12345678

user
priority CFI

VLAN IDENTIFIER (VID, 12 bits)

42–1500 OCTETS

2 OCTETS

Tag Control Information (informative)

10000001

00000000

first octet

second octet

FRAME CHECK SEQUENCE

MAC CLIENT LENGTH/TYPE

VLAN-tagged Ethernet frame format
without embedded source-routing information

IEEE standard 802.3 (2002)
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VLAN TAG FORMAT

• Ethernet-encoded tag header:

� Immediately follows the source address in an 802.3/Ethernet frame
(occupying the expected position of the type/length field)

� First two octets of the tag contain the tag protocol identifer, 0x8100

� Next two octets contain tag control information

◦ User priority (3 bits)

� Can be set by a gateway that is attached to a VLAN trunk

◦ Canonical format indicator (CFI) (1 bit)

� If set, signals the presence of source-routing information

◦ VLAN identifier (12 bits)

� If the CFI is set, 2–30 octets of source routing information

◦ Used if an Ethernet segment bridges two LANs that support source
routing
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USER PRIORITY VALUES

User Priority Traffic Type

1 Background
2 Spare
0 Best effort
3 Excellent effort
4 Controlled load
5 Video (< 100 ms latency)
6 Voice (< 10 ms latency)
7 Network control
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ADDRESS LOOKUP TECHNOLOGY

• A bridge must look up the destination MAC address of each frame that it
receives

� To forward the frame, the bridge must find the correct outgoing interface
and VLAN ID for each frame

� Address lookup must be performed at wire speed

� Store-and-forward is not a desirable option, either for bridges (MAC ad-
dress lookup) or routers (lookup of longest matching IP address prefix)

� Many different approaches have been tried

◦ Algorithmic approaches: Try to organize the lookup table to permit
rapid retrieval

◦ Hardware approaches: Design a memory architecture that permits ad-
dress lookup in one memory cycle time (e.g., content-addressable mem-
ory)
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CONTENT-ADDRESSABLE MEMORY

• Content-addressable memory (CAM) has the following properties:

� A search key can be compared with all stored entries in one cycle

� A binary CAM entry consists of a value

� The result of a search is the address of that value (inverse of RAM)

◦ CAM memory cells have been modified by adding extra transistors that
compare the state of a stored bit with a corresponding bit in a register
that holds a search key

� The address is used as a pointer into a data table

• A ternary CAM entry stores a value and a mask

� A stored bit is compared with a key bit only if the corresponding bit in
the mask is set

� This implies three possible states — 0, 1 and “don’t care” — for each bit
of the value
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STATIC RAM vs. STATIC BINARY CAM

WORD

BIT /BIT

Vcc

Figure 1:  Typical CMOS SRAM Memory Cell Figure 2:  Typical CMOS Static CAM
Memory Cell

T1 T3

T2 T4
T6 T5

/BITBIT

Vcc

T1 T3

T2 T4
T6 T5

WORD

MATCH

T9

T7

T10

T8
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STATIC RAM OPERATION

• SRAM operation:

� Write:

◦ Put data on BIT and its inverse on /BIT

◦ Assert WORD ⇒ T5 & T6 conducting

◦ Example: “1” bit stored ⇒ T1 & T4 conducting, T2 & T3 off

� Read:

◦ Precharge both BIT and /BIT

◦ Assert WORD ⇒ discharge of either BIT or /BIT

• SRAM simulation:
http://tech-www.informatik.uni-hamburg.de/applets/sram/index.html

http://tech-www.informatik.uni-hamburg.de/applets/sram/index.html
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STATIC CAM OPERATION

• Compare static CAM operation with static RAM operation:

� Write:

◦ De-assert MATCH; otherwise same as SRAM

� Read:

◦ Precharge MATCH

◦ Assert search bit on BIT and its inverse on /BIT

◦ MATCH will be discharged unless a match occurs

◦ Example: “1” stored, “0” sought

� T7 & T9 are non-conducting (off), while T8 & T10 are conducting
⇒ MATCH discharges through T8 & T10
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LAYER 2 FORWARDING USING CAMs

RX
Switch
Ports Ingress

Queues

TX
Switch
PortsEgress

Queues

CAM

Address Egress
Port VLAN

Security ACLs
inbound & outbound

(TCAM)

Permit,
Deny, or

Other

QoS ACLs
inbound & outbound

(TCAM)

L2 Forwarding
Table
(CAM)

MAC
Address

L2 Forwarding Table

SRAM

0x005 11 208:00:02:00:ce:ad
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A TCAM BIT

BIT

MASK

CIRCUIT

BL /BLCMP/CMP

Match

Word

Mask

line

line
(pre-charged)

word
line

CAM

BIT

MASK
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USE OF TCAMs IN LAYER 2 FORWARDING

• Value and mask components stored in TCAM for Ethernet frame forwarding
in a Layer 2 switch:

� Source MAC address

� Destination MAC address

� EtherType

• Access control lists (ACLs):

� Security:

◦ Allow or deny forwarding based on MAC addresses and EtherType

� QoS:

◦ Frames can be classified based on the User Priority field and queued
accordingly
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REFERENCES ON CAMs and TCAMs

1. Nataraj et al., “Ternary Content Addressable Memory Cell”, U. S. Patent
6,154,384 (2000).

2. Sherri Azgomi, “Using Content-Addressable Memory for Networking Appli-
cations”, http://www.commsdesign.com/main/1999/11/9911feat3.htm
(1999).

3. M. Akhbarizadeh, M. Nourani and C. D. Cantrell, “Prefix Segregation Scheme
For a TCAM-Based Forwarding Engine”, IEEE Micro 254, 48–63 (2005).

http://www.commsdesign.com/main/1999/11/9911feat3.htm
http://www.utdallas.edu/~cantrell/ee6345/lectures/Akhbari-Nourani-Cantrell-Micro05.pdf
http://www.utdallas.edu/~cantrell/ee6345/lectures/Akhbari-Nourani-Cantrell-Micro05.pdf
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ASYNCHRONOUS TRANSMISSION MODE (ATM)

• References:

� ATM Forum: http://www.atmforum.com/

� M. de Prycker, Asynchronous Transmission Mode, 2nd. ed. (New York,
Ellis Harwood, 1993)

� Uyless Black, ATM: Foundation for Broadband Networks , ATM: Sig-
naling in Broadband Networks , and ATM: Internetworking With ATM
(Prentice Hall)

• Developed for high-speed networking by the telephone industry

� Since 1991, both computer and telephone industries have supported the
ATM Forum

http://www.atmforum.com/
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Anthony Alles, ATM Internetworking (1995)
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William Stallings, High-Speed Networks, 2nd. Edition
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ADVANTAGES OF ATM

• International standard

• Scalable to 622 Mb/s

• Provisions for QOS

• Support for voice and data

� Cell size of 53 octets works for voice

� Long frames would not work as well

• Availability of fast switch hardware

• Support for operations and maintenance (OAM)

• LAN Emulation
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SHORTCOMINGS OF ATM

• Complexity

� Increases difficulties of implementation and interoperability

• Cost

� Replacement of much of the world’s telephone system

• High overhead

� 5 octets out of 53 in every cell, plus AAL PDU overhead

• For full interconnection of N switches, need ∼ N 2 PVCs

• ATM is a network layer without IP’s per-datagram routing capabilities

• ATM adaptation layer (AAL):

� A transport layer, but without end-to-end reliability

� AAL 5 is functionally equivalent to UDP
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THE END-TO-END PRINCIPLE

• Reliable, connection-oriented delivery should not be provided by a protocol
layer unless it can be implemented end-to-end in that layer

� Reason: Hop-by-hop reliability does not add up to end-to-end
reliability, or robustness against single-link failure

◦ Switches and routers may introduce errors

◦ Failure of a single link wipes out a connection at Layer 2 or 3

◦ A TCP connection can survive loss of most of the paths between con-
nected hosts, because the IP layer is transparent

� Makes lower-layer protocols simple and fast

� Avoids duplication of effort (such as occurs in X.25 or TCP/ATM)

� Functions may be incompletely provided by a lower layer for
performance enhancement

◦ Hop-by-hop error detection/correction

• Basis for TCP/IP approach
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CLASSICAL IP OVER ATM (CIP)

• RFCs: 1483, 1577, 1626, 1755, 2225

• Assumptions of CIP:

� Every host or router using CIP has an ATM interface

� Every CIP host or router belongs to a logical IP subnet (LIS)

◦ Every host on the same LIS must have the same network address, subnet
number and address mask

◦ The LIS must be fully connected

◦ LIS members must be able to map IP addresses to ATM addresses

◦ LIS members must be able to map VCIs to IP addresses

◦ Every LIS member must know its own ATM address and the address
of an ATMARP server

� No host or router that lacks an ATM interface can have the same subnet
number as an LIS

� Inter-LIS traffic must pass through a router



(PID)

0xAA-AA-03

(OUI)(LLC)

8 byte  header

AAL SDU

0x00-00-00 0x08-00

IP Packet

Encapsulated
Payload

CLASSICAL IP OVER ATM

RFC 1932
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CIP ENCAPUSLATION OF DATAGRAMS IN ATM PDUs

• LLC encapsulation (the default)

� Supports multiple protocols

• VC-based multiplexing (one VC per protocol)

• Both methods encapsulate IP datagrams in ATM AAL5 PDUs using LLC/SNAP,
following RFC 1483

Payload Format for Routed IP PDUs

+-------------------------------+

| LLC 0xAA-AA-03 |

+-------------------------------+

| OUI 0x00-00-00 |

+-------------------------------+

| EtherType 0x08-00 | <-- for IP only!

+-------------------------------+

| . |

| IP PDU |

| (up to 2^16 - 9 octets) |

| . |

+-------------------------------+
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ADVANTAGES OF CIP

• Can operate without support for switched virtual circuits (SVCs)

� This is no longer an issue, but was important for early trial
implementations

• Can use large MTUs

� The CIP MTU on permanent virtual circuits (PVCs) is required to be
9180 octets

◦ Same MTU as SMDS
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SHORTCOMINGS OF CIP

• Wastes network address space through “all or nothing” LISs

� No host or router that lacks an ATM interface can have the same subnet
number as an LIS

• Uses ATM inefficiently

� An LIS may partition an ATM network

� Cells belonging to different packets cannot be interleaved, because AAL5
provides no cell-by-cell datagram ID

• Increases the amount of routing information transmitted

� Information for a fully connected N -host LIS may be ∝ N 4

• The only supported types of Layer 3 routing are

� IP unicast

� IP point-to-multipoint (unidirectional)




