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WAYS TO MATCH CPU AND MEMORY SPEEDS I

e Solutions to the problem that

CPU clock period ~ 0.05-0.1 DRAM access time

> Interleave the memory system

o Permits sequential reads or writes to main memory on successive

CPU clock periods

o Cray’s solution: interleaved SRAM memory ($$$$3$!)

> Hierarchical memory

o Keep recently-used data and instructions (and items with nearby

addresses) in fast memory (cache)

o Fetch data and instructions from main memory if not in cache

o Other examples of the same approach:

¢ Main memory (SRAM) and Solid State Disk (DRAM) (CRAY)
o Main memory (faster) and magnetic disk (slower)

o Magnetic disk (faster) and magnetic tape (slower)

© C. D. Cantrell (02/1999)
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(a) One-word-wide (b) Wide memory organization (c) Interleaved
memory organization memory organization

Three techniques for achieving higher memory bandwidth

Hennessy and Patterson, Computer Architecture: A Quantitative Approach, 2nd Edition
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INTERLEAVED MEMORY (1) I

e Goal: Eliminate (or greatly reduce) the effects of DRAM cycle time,
permitting memory accesses in successive clock periods

> Physical memory is partitioned into 2" banks of equal size

> The address of the bank in which the byte or word at address M is
stored is the least significant n bits of M:

bank address = word address (mod 2")

> The number of banks should be no smaller than the number of clock
periods in one memory cycle time
o Example: If the bank cycle time is 6 clock periods, then at least
2" = 8 banks should be used (8-way interleaving)
> Stride = 1 + number of words between successively accessed words
> Bank conflicts occur whenever the stride in memory has a common
factor with the number of banks = bank accessed before it’s ready

o Example: With 8 banks, a bank cycle time of 6 clock periods,

and a stride of 10, a bank conflict occurs on every 4th access
© C. D. Cantrell (05/1999)



Address Bank O Address Bank 1 Address Bank 2 Address Bank 3

0 1 2
4 5 6 7
8 9 10 11
12 13 14 15
Address =dd00, Address = dd01, Address =dd10, Address =dd11,

Four-way interleaved memory (assuming 4-bit addresses)

Hennessy and Patterson, Computer Architecture: A Quantitative Approach, 2nd Edition



Pipelined read operation with 4 memory banks (Bg, B4, Bo, B3)
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INTERLEAVED MEMORY (2) I

e Memory organization of a CRAY J90 or C90 processor

> 64 memory banks

o Consecutive words in address space stored in consecutive banks
o Bank cycle time: 6 clock periods

> 3 vector ports to memory in J90, 4 in C90

> In every clock period, two operands can be loaded from memory
and a result can be stored to memory

© C. D. Cantrell (05/1999)



Vector pseudocode Scalar pseudocode

LOARD V, X(1:64) LOBD R1, 1
LOAD ‘i.i'q: T(1l:64) —> 10 LOAD R3, X{R1}
V, =V + ¥, LOAD R4, ¥(R1)
Store Z(1:64), v RE=RZ+R4
STORE Z{R1j, RS
R1=R1+1

— JUMP 10 IF R1 <= &4

L
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HIERARCHICAL MEMORY (1) I

e Goal: Create the illusion that the processor has access to a huge
amount of very fast memory

> Must be an illusion because price o speed:

Technology | Access Time (ns) | $ per MByte
SRAM 5-15 80-200
DRAM 60-70 8-20

Magnetic Disk 107 .18-.40

> Strategy:

o Keep most frequently used data & instructions in fastest memory

o Put less frequently used items in next lower level of memory

o Use locality in space and time as initial criteria for deciding what

to put in fast memory

© C. D. Cantrell (02/1999)
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HIERARCHICAL MEMORY (2) I

e Memory references in running processes or threads tend to obey the
Principles of Locality:

> If a data item or an instruction is accessed, it is likely to be used
again soon (temporal locality)

> If a data item or an instruction is referenced, a data item or an
instruction that is stored at a nearby address in main memory is
likely to be accessed soon (spatial locality)

o Keep most frequently used data & instructions in fastest memory
o Put less frequently used items in next lower level of memory

o Use locality in space and time as initial criteria for deciding what
to put in fast memory

> Locality generally is not the same for data and instructions
> Example: matrix multiplication with a very large stride in memory

o Instructions are highly local (inner loop), but data is not local

© C. D. Cantrell (05/1999)
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HIERARCHICAL MEMORY (3) I

e Terminology

> A hit occurs in an upper level of hierarchical memory when the
data requested is in a block in the upper level

o Hit rate = fraction of accesses found in upper level
o Hit time = time to access upper level + hit /miss decision time

> A miss occurs in an upper level of hierarchical memory when the
data requested is not in a block in the upper level

o Data must be obtained from a block in the lower level
o Instruction processing stops until the data is fetched
¢ Then the processor restarts the access
o Miss rate = 1 — hit rate
Miss penalty = Time to get block from lower level
+ Time to place block in upper level
+ Time to deliver data to the processor

o Hit time < miss penalty

© C. D. Cantrell (05/1999)
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HIERARCHICAL MEMORY (4) I

e The levels of hierarchical memory between the processor and main
memory are called cache

> Level 1 cache is on the same die as the processor

o Size is limited by available real estate (8-64 kB)
o May contain:

o Instructions only (common in processors intended for use in
embedded systems)

o Data only (not common, because instructions have better
locality than data)

¢ Instructions and data in same cache
¢ Instructions and data in separate caches
> Level 2 cache is implemented in SRAM (usually on a separate
card or chip)
o Used with all RISC processors
o Size usually < 1 MB per processor

© C. D. Cantrell (05/1999)



Processor IC

Memory
bus I/O Bus
Disk
memory
Register L1 cache L2 cache Memory reference
reference reference reference reference
Size: 200 B 64 KB 1 MB 128 MB 12 GB
Speed:  2ns 4ns 8 ns 60 ns 5ms

Levels in a typical memory hierarchy
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HIERARCHICAL MEMORY (5) I

e Implementations of L2 cache

> On the same system bus as the processor and main memory

o L2 cache is accessed at the same frequency as main memory
o L2 cache SRAMSs are on a card that plugs into a special slot on
the logic board
> On a separate cache bus

o Requires a separate bus interface on the processor
o L2 cache is accessed at the processor clock frequency, or
(especially in portables) at % the processor clock frequency
o L2 cache SRAMs are on the same card (or in the same module)
as the processor
¢ L2 cache on the side opposite to the processor is called
backside cache

¢ L2 cache on the same side as the processor is called

inline cache
© C. D. Cantrell (05/1999)



L2ADDRI[16-0] >| ADDR[16-0]
L2DATA[0-63] |< . >| DATA[0-31]
L2DP[07] |« (Optiona) >| PARITY[0-3]
L2CE > E
LebE L3 128Kk x 36
L2WE - > W SRAM
1277 (Optional) 0| ADSC
1—| ADSP
> /7
L2CLK_OUTA > K
MPC 720 ———>| ADDR[16-0]
——>| DATA[0-31]
L2SYNC_OUT >| PARITY[0-3]
L2SYNC_IN > E 128k x 36
> W SRAM
0| ADSC
1| ADSP
- > 77
|
L2CLK_OUTB (Optional) > K

Typical PPC 750 1-Mbyte L2 Cache Configuration
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HIERARCHICAL MEMORY (6) I

e Parameters that the cache designer can vary to optimize the design
for a particular objective:

> Cache size (the amount of data that the cache can hold)
> Cache line size (block size)

o The line size is the amount of data loaded from the next lower
level in the event of a cache miss (requested data not in cache)

> Cache associativity (see later slides)
> Cache write strategy

o Does newly computed data get written back to main memory on
every write (write through) or only when the cache line containing
the data is invalidated (write back)?

o On a write miss, does the cache line containing the requested
data get read into the cache (write allocate) or written only to
memory (write around)?

© C. D. Cantrell (05/1999)
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HIERARCHICAL MEMORY (7) I

e Systems approach to data transfers between two levels of hierarchical
memory (Amdahl’s law again!):

> Logically organize all data stored in the lower level into blocks
> Store the most-frequently-used blocks in the upper level

o Hit rate

H = fraction of memory references to data in the upper level
o Miss rate = 1 — H; upper-level latency = T,;

miss penalty = T),; lower-level latency = 1T;
o Average memory latency:

T.¢ = HT, + (1 — H)T,,

o Speedup:

1; T,/Ty

5= Tr 11— H(1—T,/Tp)

© C. D. Cantrell (02/1999)
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Block size (bytes) m 1 KB
® 8 KB
® 16 KB
¢ 64 KB
9 256 KB

After David A. Patterson and John L. Hennessy, Computer Organization and Design, 2nd Edition
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HIERARCHICAL MEMORY (8) I

e Direct-mapped cache organization:

> Main memory has 2™ bytes, cache has 2¢ bytes (¢ < m)
> Cache holds 2¢ data bytes, organized in 2°°¢ lines of 2¢ bytes each

>| Tag := m — ¢ most significant bits of memory address

> Each cache line has an index that gives its location in the cache

> Each byte has a byte offset that gives its location in the cache line

upper address bits (tag) | index | byte offset
m —c c—d d

> Contents at each index:
o Tag
o Data bytes
o Valid bit (on = the tag corresponds to a valid address)

> Simple to implement = very fast access time

© C. D. Cantrell (02/1999)



DIRECT-MAPPED CACHE WITH EIGHT 4-BYTE LINES (1) I

upper address bits (tag) index byte offset
32 —-5= 27 bhits 3 bits 2 bits

. 4 / N
Index Index
000 X4 000 X4
001 X1 001 X1
010 Xp_ o 010 Xn-2
011 011
110 110 Xn
111 X3 111 X3

a. Before any reference to X, b. After the first reference to X,

After David A. Patterson and John L. Hennessy, Computer Organization and Design, 2nd Edition



DIRECT-MAPPED CACHE WITH EIGHT 4-BYTE LINES (2)

Cache

000
001
010
011
100
101
110
111

Yol
AT WIS DU
v v " u

00001 00101 01001 01101 10001 10101 11001 11101

Word addresses in main memory

After David A. Patterson and John L. Hennessy, Computer Organization and Design, 2nd Edition



DIRECT-MAPPED CACHE WITH 1024 LINES I

Address (showing bit positions)
3130---131211---210

Byte
offset
N 1
Hit \20 ~ 0 Data
A Tag A
Index
Index Valid Tag Data
0]
1
2
> ®
1021
1022
1023
N \20 N \32

After David A. Patterson and John L. Hennessy, Computer Organization and Design, 2nd Edition



DECSTATION 3100 CACHE WITH 16384 LINES I

Address (showing bit positions)

3130 ¢c--- 1716 15+« - - 543210
d 16 d 14 Byte
> ~ offset
Hit Data
A 3
) 16 bits‘ ) 32 bits .
Valid Tag Data
J 3
>® ? | 16K
entries
v
16 32
N N N N
After David A. Patterson and John L. Hennessy, Computer Organization and Design, 2nd Edition




64-KB CACHE WITH 16-BYTE LINES I

Address (showing bit positions)
31...1615--:43210

16 J12 J2Byte

i N
FHt Tag N > > offset D?‘ta
Index Block offset
A16 bits‘ ) 128 bits -
Vo Tag A Data -
® 4K
entries
\\16 \\32 \\32 \\32 \\32
N\
Mux
(s )
N

After David A. Patterson and John L. Hennessy, Computer Organization and Design, 2nd Edition
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HIERARCHICAL MEMORY (9) I

e Fully-associative cache organization:

> Main memory has 2™ bytes, cache has 2¢ bytes (¢ < m)

> Cache holds 2¢ data bytes, organized in 2~ ¢ lines of 2¢ bytes each

> An aligned block of 2¢ contiguous bytes from memory can go into

any cache line

>| Tag = m — d most significant bits of memory address

tag

byte offset

m —d

d

> On each access, every tag must be compared with the high m — d

bits of the desired address

>| Fully associative caches have a low miss rate but are slow

© C. D. Cantrell (02/1999)
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HIERARCHICAL MEMORY (10) I

e Set-associative cache organization:

> Main memory has 2™ bytes

> A 2°-way set-associative cache has 2° bytes (¢ < m), organized in
sets of 2° lines each and lines of 27 bytes each

> Number of lines in cache = 2¢—¢
> Number of sets = 2645

> Index = (line address in memory) mod (number of sets)

= set number

upper address bits (tag)

index | byte offset

m—c-+ S

c—d— S d

> Compromise between fully associative (s = 0 = one set)
and direct-mapped (s = ¢ — d = 277 sets)

> Example: In a 2-way set-associative cache, s = log,2 =1
If the cache holds 8 lines, then ¢ — d = log, 8 = 3 and the

number of sets = 26745 =922 — 4

© C. D. Cantrell (05/1999)



One-way set associative
(direct mapped)

Block Tag Data

0

1 Two-way set associative (s = 1)
5 Set Tag Data Tag Data

3 0

4 1

5 2

6 3

7

Four-way set associative (s = 2)
Set Tag Data Tag Data Tag Data Tag Data

0
1

Eight-way set associative (fully associative)

Tag Data Tag Data Tag Data Tag Data Tag Data Tag Data Tag Data Tag Data




PLACEMENT OF MEMORY BLOCK 12 I

Block address (30 bits) Byte
Tag Index offset
Direct mapped 2-way set associative Fully associative
Block# 01234567 Set# 0 1 2 3 Block 12 can go anywhere
Data Data Data
T 1 T 1 T 1
a a a
g 5 g 2 & 2
Search T Search T T Search T T T T T T T T
Block address = 0...01100 Block address = 0...01100
index = 100 (bits 4-2) index = 00 (bits 3-2)
tag = bits 31-5 tag = bits 31-4

After David A. Patterson and John L. Hennessy, Computer Organization and Design, 2nd Edition



4-WAY SET-ASSOCIATIVE CACHE I

Address
3130.-:12111098---3210

d22 Jds

N N

Index V Tag Data V Tag Data V Tag Data V Tag Data

gbto-l multiplexoD

Hit Data
After David A. Patterson and John L. Hennessy, Computer Organization and Design, 2nd Edition



Block
P
Block address offset gddtiess
<21> <8> <5> Data Data
Tag Index > in out
O)
Valid Tag Data
<l> <21> <256> Y 1

(256
blocks)

Y
|

®
>

[ERY
TS
c

X

A

Write
buffer

| Lower level memory i

The organization of the data cache
In the Alpha AXP 21064 microprocessor

Hennessy and Patterson, Computer Architecture: A Quantitative Approach, 2nd Edition
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STRATEGIES FOR CACHE WRITES I

e Write-back

> When a write occurs, data is written only to the block in the cache

o The block in the lower level of memory is replaced only when the
corresponding block in the cache is replaced by another block

o The processor can write at cache speed instead of memory speed
o High speed block transfers can be used effectively

e Write-through
> When a write occurs, data is written both to the block in the cache
and to the block in the lower level of memory

> Must use a write buffer to compensate for CPU/memory speed
difference

> Minimizes the cache miss penalty because the block being replaced
has already been written to memory

> Impractical in virtual memory systems (enormous latency of a write
to a block that is on disk)

© C. D. Cantrell (05/1999)
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THREE C’s MODEL I

e Goal: Understand the sources of cache misses

e In this model, cache misses are classified into one of the following
categories:
> Compulsory (cold-start) misses
o The referenced block was never in the cache

> Capacity misses: The cache cannot contain all of the blocks needed
by a process
o Signaled by blocks being replaced, then retrieved again
o For an example, see slides on the computational effects of stride
In memory

> Conflict misses: Cache misses that occur in direct-mapped or set-
associative caches because more than one block needs to be stored
In a given set

© C. D. Cantrell (05/1999)
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EFFECTS OF STRIDE ON MEMORY ACCESSES (1) I

e Stride = 1 4+ number of words between successively accessed words

> Usually used to refer to array accesses

>If stride =1, then words are accessed successively (unit stride)
(since the number of intervening words = 0)

> Hierarchical memory:
oIf stride > cache line size (in words), then there is no data
locality in a practical sense
¢ For large strides, each array access usually incurs the full
latency of the first word accessed
o Small benchmark programs give unrealistically high performance
estimates

> Interleaved memory:

o If the stride is not relatively prime to the number of memory
banks, there will be problem sizes at which performance is sharply

lowered
© C. D. Cantrell (05/1999)
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EFFECTS OF STRIDE ON MEMORY ACCESSES (2) I

e Multiplication of n x n matrices: C = AB

n
> Component form: ¢;; = ijl a;jbjk

> Dot-product interpretation:
c;. = matrix product of row ¢ of A with column £ of B

e For computational purposes, there are 3 loops (on i, 7, and k)

> Dot-product interpretation applies when the loop on j is innermost
> When the ¢ loop is innermost, it computes b;;x (column j of A)

> When the £ loop is innermost, it computes a;; x (row j of B)

© C. D. Cantrell (05/1999)
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EFFECTS OF STRIDE ON MEMORY ACCESSES (3) I

e The operations in the computation of a matrix product C = AB are

/* (ijk) loop */
for (i=0; i<n; i++)

{for (j=0; j<n; j++)
{for (k=0; k<n; k++)
{c[i] [k] = c[i]l [k] + alil[j] * b[j][k];
}}
by

e There are 6 possible loop orderings:
ijk, ikj, jki, kij, kji, jik

© C. D. Cantrell (05/1999)
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EFFECTS OF STRIDE ON MEMORY ACCESSES (4) I

e FORTRAN loop orderings jki and kji: In the innermost (i) loop in

c(i,k) = c(i,k) + a(i,j) * b(j,k),

the matrix elements c(i,k) and a(i,j) are accessed successively by
rows, which implies stride 1 given the FORTRAN storage order:

O Y O
ar2(1,1) ar2(1,2) ar2(1,3)
ar2(2,1) A ar2(2,2) A ar2(2,3)
ar2(3,1) ar2(3,2) ar2(3,3)
ar2(4,1) ar2(4,2) ar2(4,3)

N N

© C. D. Cantrell (05/1999)
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EFFECTS OF STRIDE ON MEMORY ACCESSES (5) I

e FORTRAN loop orderings ijk and jik: In the innermost (k) loop in

c(i,k) = c(i,k) + a(i,j) * b(j,k),

c(i,k) and b(j,k) are accessed successively by columns, which
implies stride n given the FORTRAN storage order:

ar2(1,1) >
ar2(2,1)
ar2(3,1)
ar2(4,1)

ar2(1,2)

»ar2(1,3)

ar2(2,2)

ar2(3,2)

ar2(4,2)

ar2(2,3)
ar2(3,3)
ar2(4,3)

e The following plot was made on an Ultra 10 workstation with 512 kB

L2 cache

> Cache line size = 16 B

© C. D. Cantrell (05/1999)



Speed vs. FORTRAN loop order

d600
m500
0400
0300
W200
0100

Speed (MFLOPS)

100
200

Size

jki

Loop order ki jik
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EFFECTS OF STRIDE ON MEMORY ACCESSES (6) I

e C loop orderings ijk and jik: In the innermost (k) loop in
clil [k] = cl[il[k] + alil[j] =* bl[j] [k],

the matrix elements c[i] [k] and b[j] [k] are accessed successively
by columns, which implies unit stride given the C storage order:

NSy

‘ar2[0] [0] |ar2[0] [1] |ar2[0] [2] >

<
garQ[l] [0] |ar2[1][1] |ar2[1][2]

<
QarQ [2] [0] ar2([2][1] |ar2[2] [2] )

<
garQ [3] [0] ar2[3][1] |ar2([3][2]

© C. D. Cantrell (05/1999)
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EFFECTS OF STRIDE ON MEMORY ACCESSES (7) I

e C loop orderings jki and kji: In the innermost (i) loop in
clil[k] = cl[il k] + alil[j] * bljl[k],

the matrix elements c[i] [k] and al[il] [j] are accessed successively
by rows, which implies stride n given the C storage order

‘ ar2[0] [0]

ar2[0] [1]

ar2[0] [2]

v

\ ar2[1] [0]

ar2[1] [1]

ar2[1] [2]

v

\ ar2[2] [0]

ar2[2] [1]

ar2[2] [2]

v

‘ ar2[3] [0]

ar2[3] [1]

ar2[3] [2]

© C. D. Cantrell (05/1999)



Speed vs. C loop order (static arrays)

2.5+

Speed (MFLOPS) 2

1.5+

100
200

0.5+

Size

kij .
Loop order Kji

d600
m500
0400
0300
W200

0100




Speed vs. C loop order (pointers)

2.5

Speed (MFLOPS) 2

1.5+

100
200

0.5+

Size

Kij )
Loop order Kji

d600
m500
0400
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W200
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WHO MANAGES HIERARCHICAL MEMORY? I

e The user

> No virtual memory

> Program overlays may be needed

> The user must make explicit transfers of data blocks among levels

> Context switching is accomplished by swapping entire processes

> Requires very fast backup of memory (e.g., Cray’s SSD)

> Optimized for single-user mode

e The operating system

> Virtual memory

o In most OSs, VM is optimized for rotating magnetic disks

o Solid state disks may work best with other algorithms

> Context switching is performed by the kernel

> Optimized for multi-user mode

© C. D. Cantrell (05/1999)
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VIRTUAL MEMORY I

e Useful in a multiprogramming environment

> Each process has its own logical address space
> Logical to physical address translation on every memory reference

> The operating system protects each process’s physical address space
e Strategy: Main memory functions as a “cache” for magnetic disk
> Keep most recently used data & instructions in main memory

e Size of “cached” blocks:

> All microprocessors permit fixed-size blocks (pages)

o Fixed size & relocation eliminate memory fragmentation
o A miss is a page fault (penalty =~ 10°x cache miss penalty)

> 80286 architecture also permits variable-size blocks (segments)
o Address translation and memory fragmentation are problems

© C. D. Cantrell (02/1999)
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Cost versus access time for SRAM, DRAM, and magnetic disk in 1980, 1985, 1990, and 1995

Hennessy and Patterson, Computer Architecture: A Quantitative Approach, 2nd Edition



Typical ranges of parameters for caches and virtual memory

Parameter First-level cache Virtual memory

Block (page) size 16-128 bytes 4096-65,536 bytes

Hit time 1-2 clock cycles 40-100 clock cycles

Miss penalty 8-100 clock cycles 700,000-6,000,000 clock cycles
(Accesstime) (660 clock cycles) (500,000-4,000,000 clock cycles)
(Transfer time) (240 clock cycles) (200,000-2,000,000 clock cycles)
Missrate 0.5-10% 0.00001- 0.001%

Data memory size 0.016-1MB 168192 MB

Hennessy and Patterson, Computer Architecture: A Quantitative Approach, 2nd Edition




Paging versus segmentation

Page Segment
Words per address One Two (segment and offset)
Programmer visible? Invisible to application programmer May be visible to application programmer
Replacing a block Trivia (all blocks are the same size) Hard (must find contiguous, variable-size,
unused portion of main memory)
Memory use Internal fragmentation (unused portion  External fragmentation (unused pieces of main
inefficiency of page) memory)
Efficient disk traffic Yes (adjust pagesizeto balanceaccess  Not always (small segments may transfer just a
time and transfer time) few bytes)

Hennessy and Patterson, Computer Architecture: A Quantitative Approach, 2nd Edition




Paging

Segmentation

Code

Data

Comparison showing how paging
and segmentation divide a program's

Instructions and data

Hennessy and Patterson, Computer Architecture: A Quantitative Approach, 2nd Edition




8 bits 4 bits 32 bits 24 bits

Attributes Base Limit

Code segment

Present |DPL |11 Conforming Readable Accessed

Data segment

Present |DPL |10 Expand down Writable Accessed

8 hits 8 bhits 16 bits 16 bits

Word
count

Attributes Destination selector Destination offset

Call gate

‘ Present ‘DPL‘ 0 ‘ 00100 I

FIGURE 5.45 The Pentium segment descriptors are distinguished by bits in the at-

tributes field. Hennessy and Patterson, Computer Architecture: A Quantitative Approach, 2nd Edition



Virtual memory Physical main memory

Virtual Physical
address: address:
0 A 0
4K B 4K C
8K C 8K
12K D 12K
— 16K A
20K
— 24K B
28K

A logical program in its contiguous virtual address space is shown
on the left; it consists of four pages A, B, C,and D

Hennessy and Patterson, Computer Architecture: A Quantitative Approach, 2nd Edition



THE UNIVERSITY OF TEXASAT DALLAS Erik Jonsson School of Engineering
and Computer Science

ADDRESS TRANSLATION (1) I

e The logical address (known to the running process) is partitioned into
a virtual page number and a page offset

> Virtual page number must be translated to a physical page number

> Mapping of virtual to physical page numbers is fully associative
(huge page fault penalty = need lowest possible miss rate)

o Sophisticated algorithms are used

o Would one use different algorithms for a solid state disk than for
a rotating magnetic disk?

e Page table (in main memory because of size)

> An entry is indexed with the virtual page number

> Each entry contains the physical page number and a valid bit

> Page table register (in processor) points to start of page table
> Valid bit = 0 means page not in memory (page fault)

© C. D. Cantrell (02/1999)



Virtual address

Virtual page number Page offset

Page
table

Main
) memory
Physical address

Yy

Mapping a virtual address to a physical address via a page table

Hennessy and Patterson, Computer Architecture: A Quantitative Approach, 2nd Edition
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and Computer Science

SYSTEM CALL IMPLEMENTATION OF PAGE MAPPING |

e The system call
pa = mmap(addr, len, prot, flags, fildes, off);
returns a physical address pa, given the memory object represented
by the file descriptor fildes

> The address ranges are [pa, pa + len) and [off, off + len)

> These ranges must be legitimate for the possible (not necessarily
current) address space of a process and the memory object

> A reference to an address beyond the end of the memory object
results in a SIGBUS or SIGSEGYV signal

e The virtual — physical mapping may be many-to-one

© C. D. Cantrell (05/1999)



VIRTUAL-TO-PHYSICAL ADDRESS MAPPING I

Virtual address

3130292827 cuiviieeennn 15141312 111098 ...... 3210

Virtual page number Page offset

( Translation )

29 28 27 l ....... 1514 13 12 111098..v....3210

Physical page number Page offset

Physical address

After David A. Patterson and John L. Hennessy, Computer Organization and Design, 2nd Edition



INDEXING THE PAGE TABLE

Page table register

Virtual address

31 30 29 28 27 «cccceeccenecancnnn 15 14 13 12 11 10 9 8+ =+~ 3210
Virtual page number Page offset
\\20 \\12
Valid Physical page number
[ ?
Page table
v \\18
If O then page is not
present in memory
DO 28 D7 ceveeecccsscannns ”....15 14 13 12 111098--”---3210
Physical page number Page offset

Physical address

After David A. Patterson and John L. Hennessy, Computer Organization and Design, 2nd Edition



THE PAGE TABLE IMPLEMENTS THE MAPPING

Virtual page
number

Valid

Page table
Physical page or
disk address

Physical memory

vl

Disk storage

.
N
/

K

NENNEIIENENEI NN

N

— TN
Q\ =
S~

/

After David A. Patterson and John L. Hennessy, Computer Organization and Design, 2nd Edition




Virtual address

seg0/segl 000 ...0or
Selector 111...1

Page table
base register

. L2 page table

Levell Level2 ‘ Level3 ‘ Page offset

L1 page table

Page table entry L3 page table

Page table entry

Page table entry

Y Physical address Y

Physical page-frame number Page offset I

Main memory

The mapping of an Alpha virtual address

Hennessy and Patterson, Computer Architecture: A Quantitative Approach, 2nd Edition



seg0 segl
Address space Address space

The organization of seg0 and segl in the Alpha

Hennessy and Patterson, Computer Architecture: A Quantitative Approach, 2nd Edition



THE UNIVERSITY OF TEXASAT DALLAS

Erik Jonsson School of Engineering
and Computer Science

ADDRESS TRANSLATION (2) I

e Page table in memory = 2 memory accesses for every reference!
e Solution: the translation lookaside buffer (TLB)

> A “cache” (on the processor die) for translated addresses

> Much faster access than page table (in main memory)

> Accessed on every memory reference

> Fully associative (small size = short search time)

> Contents:

o Physical page number
o Valid and dirty bits
> On a TLB miss:

o Consult page table to locate referenced page on disk
o Write back the old page (if page is “dirty”)

e The TLB is implemented on the processor die (in modern designs)
> PPC 750 has separate 128-entry data and instruction TLBs

© C. D. Cantrell (02/1999)



THE TLB AS A CACHE FOR THE PAGE TABLE |

] TLB
Virtual page Physical page

number Valid Tag address

Physical memory

v

rlolr]|k]|r]|+

Page table
Physical page
Valid or disk address

/

1 o« |

1 —

1 — Disk storage

1 ./ ) / \

0 F// \ /
g o« 7 ~ ’

T :

0 7V

1 “/ / "

0 ~

1 4

After David A. Patterson and John L. Hennessy, Computer Organization and Design, 2nd Edition



DECSTATION 3100 TLB AND CACHE

Virtual address

313029 ceveececennnn 15141312111098¢-+-+-: 3210
Virtual page number Page offset
N 20 N 12
Valid Dirty Tag Physical page number
LB @
o—
TLB hit «—te (3=t
O—
O
L] &«
420
Physical page number | Page offset
Physical address Byte
Physical address tag | Cache index | offset
Jue a4 1\2
Valid Tag Data
Cache
—p-| @
Ve N \32
Cache hit 4—@ k|> Data

After David A. Patterson and John L. Hennessy, Computer Organization and Design, 2nd Edition
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PROTECTION WITH VIRTUAL MEMORY I

e Implemented by both the hardware and the operating system

> Write access bit in TLB can protect a page from being written

e To support protection, ISA must provide processor privilege levels
(user, kernel, ...)
> Privilege level is selected by setting mode bits
> User-level process cannot change all of CPU state
> Kernel-level process can change mode bits and page table register
o If pages are in kernel address space, kernel can change them but
user processes can’t
e Mechanisms to change privilege level:

> User — kernel: System call
> Kernel — user: RFE

e Protection mechanisms during context switch:

> Flush TLB entries for exiting process

> Augment tag bits with process number
© C. D. Cantrell (05/1999)
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and Computer Science

HANDLING PAGE FAULTS I

e A page fault causes an exception

> Fault must be detected and asserted in the same clock period as
the memory access that caused the fault

> PC and registers are saved as of this clock period because exception
processing starts with the next instruction

> Memory write disabled by deasserting the write enable signal

> When the kernel recognizes from the Cause register that a page
fault has occurred, it saves the state of the active process and:

o Looks up the page table entry to find the location on disk
o Chooses a physical page to replace

o A “dirty” page must be written to disk before it’s replaced
o Initiates a disk read operation to bring in the referenced page

> The kernel chooses another process to run while the page is fetched
> The MIPS ISA makes restarting the original process easy
o Memory is accessed only towards the end of execution

© C. D. Cantrell (05/1999)
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HANDLING TLB MISSES I

e Causes of a TLB miss:

> The page is present in physical memory, but lacks a TLB entry

o A new TLB entry is created, replacing an old one

o Can be handled either in hardware or in software, because few
operations are required

> The page is not present in physical memory
o A page fault occurs

© C. D. Cantrell (05/1999)
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Hennessy and Patterson, Computer Architecture: A Quantitative Approach, 2nd Edition

Page-frame Page CPU Data page-frame Page
address <30> _ offset<13> address <30>  offset«i3>
PC Instruction <64> Data Out <64> Data in <64>
<30> 2 ' <21> @ @
| Tag Physical address D
T <64> T <64>
L <64>) L
B B
I |
(High-order 21 bits of @ 12:1 Mux (High-order 21 bits of
physical address) <015 @ @ @ physical address)/<21> . @
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Index Block Inde_x]:] Block  Delayed write buffer J
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c T offset pt T offset
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V D Tag Data 28
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DECSTATION 3100 TLB/CACHE FLOWCHART

Virtual address

l

TLB access

TLB miss
exception Physical address
v
Try to read data
from cache Write access
bit on?
\4
Write protection ; :
exception Write data into cache,
No Yes update the tag, and put
Cache miss stall the data and the address
into the write buffer
Deliver data
to the CPU

After David A. Patterson and John L. Hennessy, Computer Organization and Design, 2nd Edition



